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This topic describes the challenges and solutions that models address.
Challenge

Data scientists often develop models using a variety of Python/R open source packages. The challenge liesin actually
exposing those model s to stakeholders who can test the model. In most organizations, the model deployment process
will require assistance from a separate DevOps team who likely have their own policies about deploying new code.

For example, amodel that has been devel oped in Python by data scientists might be rebuilt in another language by
the devops team before it is actually deployed. This process can be slow and error-prone. It can take months to deploy
new models, if at al. This also introduces compliance risks when you take into account the fact that the new re-
developed model might not be even be an accurate reproduction of the original model.

Once amodel has been deployed, you then need to ensure that the devops team has away to rollback the model to a
previous version if needed. This means the data science team also needs a reliable way to retain history of the models
they build and ensure that they can rebuild a specific version if needed. At any time, data scientists (or any other
stakeholders) must have away to accurately identify which version of amodel is/was deployed.

Solution

Starting with version 1.4, Cloudera Data Science Workbench allows data scientists to build and deploy their own
models as REST APIs. Data scientists can now select a Python or R function within a project file, and Cloudera Data
Science Workbench will:

» Create asnapshot of model code, model parameters, and dependencies.

» Package atrained model into an immutable artifact and provide basic serving code.

e Add aREST endpoint that automatically accepts input parameters matching the function, and that returns a data
structure that matches the function’s return type.

« Savethe mode along with some metadata.

» Deploy a specified number of model API replicas, automatically load balanced.

Machine learning (ML) has become one of the most critical capabilities for modern businesses to grow and stay
competitive today. From automating internal processes to optimizing the design, creation, and marketing processes
behind virtually every product consumed, ML models have permeated almost every aspect of our work and personal
lives.

Each CDSW installation enables teams of data scientists to develop, test, train and ultimately deploy machine
learning models for building predictive applications al on the data under management within the enterprise data
cloud. Each ML workspace supports fully-contai nerized execution of Python, R, Scala, and Spark workloads through
flexible and extensible engines.

Core capabilities

» Seamless portability across private cloud, public cloud, and hybrid cloud powered by Kubernetes

* Fully containerized workloads - including Python, and R - for scale-out data engineering and machine learning
with seamless distributed dependency management

» High-performance deep learning with distributed GPU scheduling and training

e Secure data access across HDFS, cloud object stores, and external databases
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CDSW users
CDSW users are:

» Datamanagement and data science executives at large enterprises who want to empower teams to develop and
deploy machine learning at scale.

« Datascientist developers (use open source languages like Python, R, Scala) who want fast access to compute and
corporate data, the ability to work collaboratively and share, and an agile path to production model deployment.

e |IT architects and administrators who need a scalable platform to enable data scientistsin the face of shifting cloud
strategies while maintaining security, governance, and compliance. They can easily provision environments and
enable resource scaling so they - and the teams they support - can spend less time on infrastructure and more time
on innovation.

Challenges with model deployment and serving

After models are trained and ready to deploy in a production environment, lack of consistency with model
deployment and serving workflows can present challengesin terms of scaling your model deployments to meet the
increasing numbers of ML use-cases across your business.

Many model serving and deployment workflows have repeatable, boilerplate aspects that you can automate using
modern DevOps techniques like high-frequency deployment and microservices architectures. This approach can
enable machine learning engineers to focus on the model instead of the surrounding code and infrastructure.

Challenges with model monitoring

Machine Learning (ML) models predict the world around them which is constantly changing. The unique and
complex nature of model behavior and model lifecycle present challenges after the models are deployed.

Y ou can monitor the performance of the model on two levels: technical performance (latency, throughput, and so
on similar to an Application Performance Management), and mathematical performance (isthe model predicting
correctly, isthe model biased, and so on).

There are two types of metricsthat are collected from the models:
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Time series metrics: Metrics measured in-line with model prediction. It can be useful to track the changesin these
values over time. It isthe finest granular data for the most recent measurement. To improve performance, older datais
aggregated to reduce data records and storage.

Post-prediction metrics: Metrics that are calculated after prediction time, based on ground truth and/or batches
(aggregates) of time series metrics. To collect metrics from the models, the Python SDK has been extended to include
the following functions that you can use to store different types of metrics:

» track_metrics: Tracks the metrics generated by experiments and models.

» read_metrics: Reads the metrics already tracked for a deployed model, within a given window of time.

« track_delayed metrics: Tracks metricsthat correspond to individual predictions, but aren’t known at the time the
prediction is made. The most common instances are ground truth and metrics derived from ground truth such as
error metrics.

« track_aggregate metrics. Registers metrics that are not associated with any particular prediction. This function
can be used to track metrics accumulated and/or calculated over alonger period of time.

The following two use-cases show how you can use these functions:

» Tracking accuracy of amodel over time
e Tracking drift

Use case 1: Tracking accuracy of amodel over time

Consider the case of alarge telco. When a customer service representative takes a call from a customer, aweb
application presents an estimate of the risk that the customer will churn. The service representative takes thisrisk into
account when evaluating whether to offer promotions.

The web application obtains the risk of churn by calling into amodel hosted on CDSW. For each prediction thus
obtained, the web application records the UUID into a datastore alongside the customer ID. The prediction itself is
tracked in CDSW using the track_metrics function.

At some point in the future, some customers do in fact churn. When a customer churns, they or another customer
service representative close their account in aweb application. That web application records the churn event, which is
ground truth for this example, in a datastore.

An ML engineer who works at the telco wants to continuously evaluate the suitability of the risk model. To do this,
they create arecurring CDSW jab. At each run, the job uses the read_metrics function to read all the predictions
that were tracked in the last interval. It also reads in recent churn events from the ground truth datastore. It joins the
churn events to the predictions and customer 1D’ s using the recorded UUID’ s, and computes an Receiver operating
characteristic (ROC) metric for the risk model. The ROC istracked in the metrics store using the track_aggregate
metrics function.

The following diagram illustrates use cases like this one:
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The ground truth can be stored in an external datastore, such as Cloudera Data Warehouse or in the metrics store.

Use case 2: Tracking drift

Instead of or in addition to computing ROC, the ML engineer may need to track various types of drift. Drift metrics
are especialy useful in cases where ground truth is unavailable or is difficult to obtain.

The definition of drift is broad and somewhat nebulous and practical approaches to handling it are evolving, but drift
is always about changing distributions. The distribution of the input data seen by the model may change over time and
deviate from the distribution in the training dataset, and/or the distribution of the output variable may change, and/or
the relationship between input and output may change.

All drift metrics are computed by aggregating batches of predictionsin some way. Asin the use case above, batches
of predictions can be read into recurring jobs using the read_metrics function, and the drift metrics computed by the
job can be tracked using the track_aggregate _metrics function.

Concepts and Terminology

This topic provides model conceptual information.
Model

Model isahigh level abstract term that is used to describe several possible incarnations of objects
created during the model deployment process. For the purpose of this discussion you should note
that 'model' does not always refer to a specific artifact. More precise terms (as defined later in this
section) should be used whenever possible.

Stages of the Model Deployment Process
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Therest of this section contains supplemental information that describes the model deployment processin detail.
Create

Build

Deploy

File Built Model CDSW App Server
Function p— Dependencies ™=
edsw-build.sh
Model Model Deployed
Parameters Implementation Model Metadata Models

« File- TheR or Python file containing the function to be invoked when the model is started.

» Function - The function to be invoked inside the file. This function should take a single JSON-
encoded object (for example, a python dictionary) as input and return a JSON-encodable object
as output to ensure compatibility with any application accessing the model using the API. JSON
decoding and encoding for model input/output is built into Cloudera Data Science Workbench.

The function will likely include the following components:
* Mode Implementation

The code for implementing the model (e.g. decision trees, k-means). This might originate
with the data scientist or might be provided by the engineering team. This code implements
the model's predict function, along with any setup and teardown that may be required.

* Model Parameters

A set of parameters obtained as a result of model training/fitting (using experiments). For
example, a specific decision tree or the specific centroids of a k-means clustering, to be used
to make a prediction.

This stage takes as input the file that calls the function and returns an artifact that implements a
single concrete model, referred to as amodel build.

* Built Moddl

A built model is a static, immutable artifact that includes the model implementation, its
parameters, any runtime dependencies, and its metadata. If any of these components need to
be changed, for example, code changes to the implementation or its parameters need to be
retrained, a new build must be created for the model. Model builds are versioned using build
numbers.

To create the model build, Cloudera Data Science Workbench creates a Docker image based
on the engine designated as the project's default engine. Thisimage provides an isolated
environment where the model implementation code will run.

To configure the image environment, you can specify alist of dependenciesto beinstalled ina
build script called cdsw-build.sh.

For details about the build process and examples on how to install dependencies, see Engines for
Experiments and Models.

e Build Number:

Build numbers are used to track different versions of builds within the scope of asingle model.
They start at 1 and are incremented with each new build created for the model.
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This stage takes as input the memory/CPU resources required to power the model, the number of
replicas needed, and deploys the model build created in the previous stage to a REST API.

» Deployed Model

A deployed model isamodel build in execution. A built model is deployed in amodel serving
environment, likely with multiple replicas.
* Environmenta Variable

Y ou can set environmental variables each time you deploy a model. Note that models also
inherit any environment variables set at the project and global level. However, in case of any
conflicts, variables set per-model will take precedence.

IE Note:

» If you are using any model-specific environmental variables, these must
be specified every time you re-deploy a model. Models do not inherit
environmental variables from previous deployments.

* Notethat custom mounts or environment variables configured in cdsw.conf
(such as NO_PROXY, HTTP(S)_PROXY, etc.) are still not passed to the
container builds for experiments and models (even though they are applied to
sessions, jobs, and deployed model s/experiments).

e Model Replicas

The engines that serve incoming requests to the model. Note that each replica can only process
one request at atime. Multiple replicas are essential for |oad-balancing, fault tolerance,

and serving concurrent requests. Cloudera Data science Workbench allows you to deploy a
maximum of 9 replicas per model.

* Deployment ID

Deployment 1Ds are numeric I Ds used to track models deployed across Cloudera Data Science
Workbench. They are not bound to a model or project.

In Cloudera Data Science Workbench, models, experiments, jobs, and sessions are all created and executed within the
context of a project.

We've described the different ways in which you can customize a project's engine environment for sessions and jobs
here. However, engines for models and experiments are completely isolated from the rest of the project.

Every time amodel or experiment is kicked off, Cloudera Data Science Workbench creates a new isolated Docker
image where the model or experiment is executed. Thisisolation in build and execution makes it possible for
Cloudera Data Science Workbench to keep track of input and output artifacts for every experiment you run. In case of
models, versioned builds give you away to retain build history for models and a reliable way to rollback to an older

BUILD IMAGE RUN EXPERIMENT / MODEL

Therest of this topic describes the engine build process that occurs when you kick off amodel or experiment.

version of amodel if needed.

SNAPSHOT

When you first launch an experiment or model, Cloudera Data Science Workbench takes a Git snapshot of the
project filesystem at that point in time. It isimportant to note that this Git server functions behind the scenesand is
completely separate from any other Git version control system you might be using for the project as awhole.
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However, this Git snapshot will recognize the .gitignore file defined in the project. This means if there are any
artifacts (files, dependencies, etc.) larger than 50 MB stored directly in your project filesystem, make sure to
add those files or folders to .gitignore so that they are not recorded as part of the snapshot. This ensuresthat the
experiment or model environment istruly isolated and does not inherit dependencies that have been previously
installed in the project workspace.

By default, each project is created with the following .gitignore file:

R
node_nodul es

*;pyc

i.gitignore

Augment thisfile to include any extra dependencies you have installed in your project workspace to ensure atruly
isolated workspace for each model or experiment.

Multiple .gitignore files

A project can include multiple .gitignore files. However, there can only be one .git directory in the project, located at
the project root, /home/cdsw/.git, otherwise Experiment and Model deployment fails.

If you create a blank project, and then want to clone arepo into it, clone a single project to the root of the workspace
(/home/cdsw/.git) to ensure that Experiments and Models work.

Once the code snapshot is available, Cloudera Data Science Workbench creates a new Docker image with a copy of
the snapshot.

Thisnew image is based off the project's designated default engine image (configured at Project Settings Engine).
The image environment can be customized by using environmental variables and a build script that specifies which
packages should be included in the new image.

Environmental Variables

Previoudy (CDSW 1.7.1 and lower), the environment variables set at the site admin level and project level did not
automatically get pulled into the builds created for models and experiments. They needed to be explicitly coded into
the cdsw-build.sh file. With CDSW 1.7.2 and higher, experiments and models will automatically inherit these admin
and project-level environment variables.

Note that custom mounts or environment variables configured in cdsw.conf (such as NO_PROXY,
HTTP(S)_PROXY, etc.) are still not passed to the container builds for experiments and models (even though they are
applied to sessions, jobs, and deployed model s/experiments).

For more information, see AWS Account Reguirements.
Build Script - cdsw-build.sh

As part of the Docker build process, Cloudera Data Science Workbench runs a build script called cdsw-build.sh

file. You can use thisfile to customize the image environment by specifying any dependenciesto beinstalled for the
code to run successfully. One advantage to this approach is that you now have the flexibility to use different tools and
librariesin each consecutive training run. Just modify the build script as per your requirements each time you need to
test anew library or even different versions of alibrary.

f Important:

¢ The cdsw-build.sh script does not exist by default -- it hasto be created by you within each project as
needed.
« Thename of thefile is not customizable. It must be called cdsw-build.sh.

The following sections demonstrate how to specify dependenciesin Python and R projects so that they areincluded in
the build process for models and experiments.
Python 3

10
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For Python, create a requirements.txt file in your project with alist of packages that must be
installed. For example:

beauti f ul soup4==4.6.0
seaborn==0.7.1

Then, create a cdsw-build.sh file in your project and include the following command to install the
dependencies listed in requirements.txt.

pip3 install -r requirenents.txt

Now, when cdsw-build.sh is run as part of the build process, it will install the beautiful soup4 and
seaborn packages to the new image built for the experiment/model.

For R, create a script called install.R with the list of packages that must be installed. For example:

i nstal | . packages(repos="https://cloud.r-project.org", c("tidyr",
"stringr"))

Then, create a cdsw-build.sh file in your project and include the following command to run inst
al.R.

Rscript install.R

Now, when cdsw-build.sh is run as part of the build process, it will install the tidyr and stringr
packages to the new image built for the experiment/model.

If you do not specify abuild script, the build process will still run to completion, but the Docker image will not have
any additional dependenciesinstalled. At the end of the build process, the built image is then pushed to an internal
Docker registry so that it can be made available to all the Cloudera Data Science Workbench hosts. This pushis
largely transparent to the end user.

Note: If you want to test your code in an interactive session before you run an experiment or deploy a
model, run the cdsw-build.sh script directly in the workbench. Thiswill allow you to test code in an engine
environment that is similar to one that will eventually be built by the model/experiment build process.

Once the Docker image has been built and pushed to the internal registry, the experiment/model can now be executed
within thisisolated environment.

In case of experiments, you can track live progress as the experiment executes in the experiment's Session tab.

Unlike experiments, models do not display live execution progress in a console. Behind the scenes, Cloudera Data
Science Workbench will move on to deploying the model in a serving environment based on the computing resources
and replicas you requested. Once deployed you can go to the model's Monitoring page to view statistics on the
number of requests served/dropped and stderr/stdout logs for the model replicas.

11
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Using Cloudera Data Science Workbench, you can create any function within a script and deploy it to a REST API.
In amachine learning project, thiswill typically be a predict function that will accept an input and return a prediction
based on the model's parameters.

For the purpose of this quick start demo we are going to create a very simple function that adds two numbers and
deploy it asamode that returns the sum of the numbers. This function will accept two numbersin JSON format as
input and return the sum.

1. Create anew project. Note that models are always created within the context of a project.

2. Click Open Workbench and launch a new Python 3 session.

3. Create anew file within the project called add_numbers.py. Thisis the file where we define the function that will
be called when the model is run. For example:

Note: In practice, do not assume that users calling the model will provide input in the correct format or
enter good values. Always perform input validation.

add_numbers.py

def add(args):
result = args["a"] + args["b"]
return result

4. Before deploying the model, test it by running the add _numbers.py script, and then calling the add function
directly from the interactive workbench session. For example:

add({"a": 3, "b": 5})

File Edit View Mavigate Run € Project >_Terminal access 4 Clear % Interrupt [ Stop Sessions ~ | 2
; # Function to add two numbers Untitled Session & # Collapse (@ Share ~ Running
3 def add(args): By m . swews. — Python 3 Session — 1 vCPU / 2 GiB Memory — 50 minutes ago
4 result = args[ ] + args| ] .

5 return result add( { : 3, 1 5))
6

8

add({ 3]

12
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5. Deploy the add function to a REST endpoint.

a) Go to the project Overview page.

b) Click Models New Model .

¢) Givethe model a Name and Description.

d) Enter details about the model that you want to build. In this case:

« File: add_numbers.py

e Function: add

e Examplelnput: {"a": 3, "b": 5}
* Example Output: 8

File *
add_numbers.py

Function *

add

Example Input @

Example Output @

8

€) Select the resources needed to run this model, including any replicas for load balancing.

Note: Thelist of options here is specific to the default engine you have specified in your Project
Settings: ML Runtimes or Legacy Engines. Engines allow kernel section, while ML Runtimes
allow Editor, Kerne, Variant, and Version selection. Resource Profile list is applicable for both ML
Runtimes and Legacy Engines.

f) Click Deploy Model.

13
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6. Click on the model to go to its Overview page. Click Builds to track realtime progress as the model is built and
deployed. This process essentially creates a Docker container where the model will live and serve requests.

Add Two Numbers Building Stop Deploy New Build

Overview Deployments Builds  Monitoring  Settings

Build Status File Function Kernel Engine Image Created By Created At Comment  Actions

Base Image Initial
Building add_numbers. hon3 ambreen Jun 5,2018, 5:44 PM Delete
 Buiing | Py Py - [ Deies |

revision.

Sending build context to Docker daemon 15.85 MB

Step 1/16 : FROM docker.repository.cloudera.com/cdsw/engine: "’
---> fB8955778daal

Step 2/16 : ENTRYPOINT node /app/model-runtime/model-server.js
---> Running in 580838f1e58d5

7. Once the model has been deployed, go back to the model Overview page and use the Test Model widget to make
sure the model works as expected.

If you entered example input when creating the model, the Input field will be pre-populated with those values.
Click Test. The result returned includes the output response from the model, as well asthe ID of the replicathat
served the request.

Model response times depend largely on your model code. That is, how long it takes the model function to
perform the computation needed to return a prediction. It is worth noting that model replicas can only process one
request at atime. Concurrent requests will be queued until the model can process them.

This section lists some requirements for model requests and how to test amodel using Cloudera Data Science
Workbench.

(Reguirement) JSON for Model Requests/Responses

Every model function in Cloudera Data Science Workbench takes a single argument in the form of a JSON-encoded
object, and returns another JSON-encoded object as output. This format ensures compatibility with any application
accessing the model using the API, and gives you the flexibility to define how JSON data types map to your model's
datatypes.

Model Requests

When making calls to amodel, keep in mind that JSON is not suitable for very large requests and has high overhead
for binary objects such asimages or video. Consider calling the model with areference to the image or video such
asa URL instead of the object itself. Requests to models should not be more than 5 MB in size. Performance may
degrade and memory usage increase for larger requests.

Note: In Cloudera Data Science Workbench 1.4.0, model request sizes were limited to 100 KB. With version
1.4.2 (and higher), thislimit has been increased to 5 MB. To take advantage of this higher threshold, you will
need to upgrade to version 1.4.2 (or higher) and rebuild your existing models.

Ensure that the JSON request represents all objectsin the request or response of amodel call. For example, JSON
does not natively support dates. In such cases consider passing dates as strings, for example in 1SO-8601 format,
instead.

For asimple example of how to pass JSON arguments to the model function and make calls to deployed model, see
Creating and Deploying a Model (QuickStart)..
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Model Responses

Models return responses in the form of a JSON-encoded object. Model response times depend on how long it takes
the model function to perform the computation needed to return a prediction. Model replicas can only process one
reguest at atime. Concurrent requests are queued until areplicais available to process them.

When Cloudera Data Science Workbench receives a call request for amodel, it attemptsto find a free replicathat can
answer the call. If the first arbitrarily selected replicais busy, Cloudera Data Science Workbench will keep trying to
contact afree replicafor 30 seconds. If no replicais available, Cloudera Data Science Workbench will return a mode
I.busy error with HTTP status code 429 (Too Many Requests). If you see such errors, re-deploy the model build with
a higher number of replicas.

(Requirement) Access Key
Each model in CDSW has a unique access key associated with it. This access key is a unique identifier for the model.

Models deployed using CDSW are not public. In order to call an active model, your request must include the model's
access key for authentication (as demonstrated in the sample calls above).

To locate the access key for amodel, go to the model Overview page and click Settings.

Add Two Numbers Deployed | st¢

Overview Deployments  Builds  Monitorfig ~ Settings

Name

Add Two Numbers|

Description

This model takes two numbers as input and returns their sum

Access Key Regenerate

Access Key required to make requests to
mqw7e9nwjwsym1sz@sfqgzqh9sshyj26 .
this model.

f Important:
Only one access key per model is active at any time. If you regenerate the access key, you will need to
redistribute this access key to users/applications using the model.

Alternatively, you can use this mechanism to revoke access to amodel by regenerating the access key.
Anyone with an older version of the key will not be able to make calls to the model.

Testing Callsto aModel
Cloudera Data Science Workbench provides two ways to test calls to amodel:

15



Cloudera Data Science Workbench

Models

«  Test Model Widget

On each model's Overview page, Cloudera Data Science Workbench provides a widget that makes a sample call
to the deployed model to ensure it is receiving input and returning results as expected.

Test Model

Input

Result

Status success
Response 8

Replica ID add-two-numbers-1-1-86b9b58b7b-g6s8r

e Sample Request Strings

On the model Overview page, Cloudera Data Science Workbench also provides sample curl and POST request
strings that you can use to test calls to the model. Copy/paste the curl request directly into a Terminal to test the
call.

Note that these sample requests already include the example input values you entered while building the model,
and the access key required to query the model.

Overview Deployments  Builds Monitoring  Settings

Description predict
Sample Code Shell Python R

curl -H "Content-Type: application/json" =X POST http://modelservice. Jmmm
N . cloudera.com/model -d '{"accessKey":"motvod88m3jnpdvkciBr3934r
ij5z7at", "request” : {"param”:"value"}}"

Model request timeout
Y ou can set the model request timeout duration to a custom value. The default value is 30 seconds. The timeout can

be changed if model requests might take more than 30 seconds. Y ou need to have Admin access to Cloudera Manager

to make this change.

To set the timeout value:
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1. In Cloudera Manager, select Clusters, and then select the CDSW service.

In the Configuration tab, enter cdsw.properties in the Filters box.

3. In Application Advanced Configuration Snippet (Safety Valve) for cdsw.properties, enter the value in seconds (for
example, 100):

N

MODEL_REQUEST_TI MEOUT_SECONDS=100

A model that isin the Deploying, Deployed, or Stopping stages.

Y ou can make changes to amodel even after it has been deployed and is actively serving requests. Depending on
business factors and changing resource requirements, such changes will likely range from changes to the model code
itself, to simply modifying the number of CPU/GPUs requested for the model. In addition, you can also stop and
restart active models.

Depending on your requirement, you can perform one of the following actions:

Re-deploying a model involves re-publishing a previously-deployed model in a new serving environment - thisis,
with an updated number of replicas or memory/CPU/GPU alocation.

For example, circumstances that require a re-deployment might include:

e Anactive model that previously requested alarge number of CPUS/GPUs that are not being used efficiently.
« Anactive model that is dropping requests because it is falling short of replicas.
« Anactive model needsto be rolled back to one of its previous versions.

Warning: Currently, Cloudera Data Science Workbench only allows one active deployment per model. This
means when you re-deploy a build, the current active deployment will go offline until the re-deployment
process is complete and the new deployment is ready to receive requests. Prepare for model downtime
accordingly.

To re-deploy an existing model:

1. Go to the model Overview page.
2. Click Deployments.
3. Select the version you want to deploy and click Re-deploy this Build.

IE Note: Select the version you want to deploy and click Re-deploy this Build.

Add TWO N um berS Deployed Stop Restart Deploy New Build

Overview Deployments  Builds  Monitoring ~ Settings

Id Build Status Deployed At Stopped At Deployed By Model
1

3 2 Deployed Jun7,2018, 1:49 PM ambreen Id

Name Add Two Numbers

Jun7,2018,11:16 AM Jun 7,2018, 1:46 PM ambreen

Description This model takes two numbers
1 1 Jun 5,2018, 6:45 PM Jun7,2018,11:13AM  ambreen asinput and retums their sum.

4. Modify the model serving environment as needed.
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5. Click Deploy Model.

Deploying a new build for amodel involves both, re-building the Docker image for the model, and deploying this
new build.

Note that thisis not required if you only need to update the resources allocated to the model. As an example, changes
that require a new build might include:

¢ Code changes to the model implementation.
* Renaming the function that is used to invoke the model.

Warning: Currently, Cloudera Data Science Workbench does not allow you to create a new build for a
model without also deploying it. This combined with the fact that you can only have one active deployment
per model means that once the new model is built, the current active deployment will go offline so that the
new build can be deployed. Prepare for model downtime accordingly.

1. Go to the model Overview page.
2. Click Deploy New Build.

Add Two Numbers Deployed | Stop | | Restart

Overview Deployments Builds Monitoring  Settings

Description This model takes two numbers as input and returns their sum Model Details
Sample Code Python R Model Id 1
Deployment 3
curl -H "Content-Type: application/json" -X POST http:, LN |
xg.cloudera.com/api/altus-ds-1/models/call-model -d '{"accessKe Build 2

3. Complete the form and click Deploy Model.

Y ou can stop amodel from the Overview page.

1. Tostop amodéd (all replicas), go to the model Overview page and click Stop.
2. Click OK to confirm.

Y ou can restart amodel from the Overview page.

Restarting a model does not let you make any code changes to the model. It should primarily be used asaway to
quickly re-initialize or re-connect to resources.

1. Torestart amodel (all replicas), go to the model Overview page and click Restart.
2. Click OK to confirm.
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Y ou can prevent unauthorized access to your models by requiring the user to specify aModel APl Key inthe
“Authorization” header of your model HTTP request. This topic covers how to create, test, and use aModel APl Key
in Cloudera Data Science Workbench.

The Model APl key governs the authentication part of the process and the authorization is based on what privileges
the users aready have in terms of the project that they are a part of. For example, if a user/application has read-only
access to a project, then the authorization is based on their current access-level to the project, which is “read-only”.
If the users have been authenticated to a project, then they can make a request to a model with the Model API Key.
Thisisdifferent to the previously described Access Key, which is only used to identify which model should serve a
request.

Restricting access using Model API Keysis an optional feature. By default, the Enable Authentication option is
turned on. However, it isturned off by default for the existing models for backward compatibility. Y ou can enable
authentication for all your existing models.

To enable authentication, go to Projects Models Settings and check the Enable Authentication option.
E Note: It can take up to five minutes by the system to update.

If you have enabled authentication, then you need aModel API Key to call amodel. If you are not a collaborator on a
particular project, then you cannot access the models within that project using the Model API Key that you generate.
Y ou need to be added as a collaborator by the admin or the owner of the project to use the Model API Key to access a
model.

There are two types of API keys used in Cloudera Data Science Workbench:

* APl Key: Thisisused in the CDSW-specific internal APIsfor CLI automation. This can’t be deleted and neither
doesit expire. This API Key is not required when sending requests to a model.

« Model API Key: These are used to authenticate requests to amodel. Y ou can choose the expiration period and
delete them when no longer needed.

Y ou can generate more than one Model API Key to use with your model, depending on the number of clients that you
are using to call the models.

1. Signinto the Cloudera Data Science Workbench.
2. Click Settings from the left navigation pane.
3. Onthe User Settings page, click the APl Keystab.
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4. Select an expiry date for the Model API Key, and click Create API keys.

An API key is generated along with aKey ID. If you do not specify an expiry date, then the generated key is
active for one year from the current date.

Note:

B « TheModel API Key is private and ephemeral. Copy the key and the corresponding key ID onto a
secure location for future use before refreshing or leaving the page. If you fail to store the key before
refreshing the page, then you can generate another key.

e You can delete the Model API Keys that have expired or are no longer in use. It can take up to five
minutes for the system to take effect.

5. Totest the Model API Key:

a) Navigate to your project and click Models from the |eft navigation pane.

b) Onthe Overview page, paste the Model APl Key inthe Model API Key field that you had generated in the
previous step and click Test.

Thetest results, along with the HTTP response code and the Replica ID are displayed in the Results table.

If the test fails and you see the following message, then you must get added as a collaborator on the respective
project by the admin or the creator of the project:

"User APi key not authorized to access nodel ": "Check APIKEY pernissions
or nmodel authentication perm ssions"

The admin user can access the list of all the users who are accessing the workspace and can delete the Model API
Keysfor auser.

To manage users and their keys:

1. Signinto Cloudera Data Science Workbench as an admin user.
2. From the left navigation pane, click Admin.
The Site Administration pageis displayed.
3. Onthe Site Administration page, click on the Users tab.
4. TodeleteaModel APl Key for aparticular user:
a) Select the user for which you want to delete the Model API Key.

A page containing the user’ sinformation is displayed.
b) To delete akey, click Delete under the Action column corresponding to the Key ID.
c) Click Delete al keysto delete all the keys for that user.

B Note:
It can take up to five minutes by the system to update.

Asanon-admin user, you can delete your own Model API Key by navigating to Settings User
Settings APl Keys.

Metrics are used to track the performance of the models. When you enable model metrics while creating a workspace,
the metrics are stored in a scalable metrics store. Y ou can track individual model predictions and analyze metrics
using custom code. Y ou can enable the model metricsin CDSW through Cloudera Manager.
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1. Signinto the Cloudera Manager web UI.

2. Goto Clusters CDSW service Configurations.

3. Select the Enable Model Metrics Support option and click Save Changes.
Cloudera Manager detects stale configuration and prompts for arestart.

4. Select the Re-deploy client configuration option and restart the CDSW service.
It can typically take 10-20 minutes for the CDSW service to restart.

Tracking model metrics without deploying a model

We recommend that you develop and test model metrics in aworkbench session before actually deploying the model.
This workflow avoids the need to rebuild and redeploy a model to test every change.

Metrics tracked in thisway are stored in alocal, in-memory datastore instead of the metrics database, and are
forgotten when the session exits. Y ou can access these metrics in the same session using the regular metrics APl in
the cdsw.py file.

The following example demonstrates how to track metrics locally within a session, and use the read_metrics function
to read the metrics in the same session by querying by the time window.

To try thisfeature in the local development mode, use the following files from the Python template project:

e use_model_metrics.py
e predict_ with metrics.py

The predict function from the predict_with_metrics.py file shown in the following example is similar to the function
with the same name in the predict.py file. It takes input and returns output, and can be deployed as a model.

But unlike the function in the predict.py file, the predict function from the predict_with_metrics.py file tracks
mathematical metrics. These metrics can include information such as input, output, feature values, convergence
metrics, and error estimates. In this simple example, only input and output are tracked. The function is equipped to
track metrics by applying the decorator cdsw.model_metrics.

@dsw. nodel _netrics

def predict(args):
# Track the input.
cdsw.track_metric("input", args)

# If this nodel involved features, ie transformations of the
# raw i nput, they could be tracked as well.
# cdsw.track_netric("feature_vars", {"a":1,"b":23})

petal _length = float(args.get(' petal _length'))
result = nodel.predict([[petal _l|ength]])

# Track the output.

cdsw.track _netric("predict result", result[0][0])
return result[0][0]

Y ou can directly call this function in aworkbench session, as shown in the following example:
predi ct (
{"petal length": 3}
)

Y ou can fetch the metrics from the local, in-memory datastore by using the regular metrics API. To fetch the metrics,
set the dev keyword argument to True in the use_model_metrics.py file. Y ou can query the metrics by model, model
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build, or model deployment using the variables cdsw.dev_model_crn and cdsw.dev_model_build_crn or cdsw.dev
_model_deploy_crn respectively. For example:

end_tinestanp_ns=int(round(tinme.time() * 1000))

cdsw. read_netri cs(nodel _depl oynent _crn=cdsw. dev_nodel _depl oynent _crn,
start _tinmestanp_ns=0,

end_tinestanp_ns=end_ti nestanp_ns,

dev=Tr ue)

where CRN denotes Cloudera Resource Name, which is aunique identifier from CDP, analogous to Amazon's ARN.
Tracking metrics for deployed models

When you have finished devel oping your metrics tracking code and the code that consumes the metrics, smply
deploy the predict function from predict_with_metrics.py as amodel. No code changes are necessary.

Callstoread metrics, track_delayed metrics and track_aggregate _metrics need to be changed to take the CRN of the
deployed model, build or deployment. These CRNs can be found in the model’ s Overview page.

Callsto call_model will also require the model’ s access key (model_access key in use_model_metrics.py) from the
model’ s Settings page. If authentication has been enabled for the model (the default), amodel API key for the user
(model_api_token in use_model_metrics.py) is aso required. This can be obtained from the user’s Settings page.

This section calls out some important guidelines you should keep in mind when you start deploying models with
Cloudera Data Science Workbench.

Models in Cloudera Data Science Workbench are designed to run any code that iswrapped into a function.

This means you can potentially deploy amodel that returns the result of a SELECT * query on avery large table.
However, Cloudera strongly recommends against using the models feature for such use cases.

Asabest practice, your models should be returning simple JISON responses in near-real time speeds (within afraction
of asecond). If you have along-running operation that requires extensive computing and takes more than 15 seconds
to complete, consider using batch jobs instead.

Once you start building larger models, make sure you are storing these model artifactsin HDFS, S3, or any other
external storage. Do not use the project filesystem to store large output artifacts.

In general, any project files larger than 50 MB must be part of your project's .gitignore file so that they are not
included in snapshots for future experiments/model builds. Note that in case your models require resources that are
stored outside the model itself, it is up to you to ensure that these resources are available and immutable as model
replicas may be restarted at any time.

Models should be treated as any other long-running applications that are continuously consuming memory and
computing resources. If you are unsure about your resource reguirements when you first deploy the model, start with
asingle replica, monitor its usage, and scale as needed.

If you notice that your models are getting stuck in various stages of the deployment process, check the monitoring
page to make sure that the cluster has sufficient resources to complete the deployment operation.
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As stated previously, models do not impose any limitations on the code they can run. Additionally, models run with
the permissions of the user that creates the model (same as sessions and jobs). Therefore, be conscious of potential
data leaks especialy when querying underlying data sets to serve predictions.

Cloudera Data Science Workbench models are not public by default. Each model has an access key associated with it.
Only userg/applications who have this key can make calls to the model. Be careful with who has permission to view
this key.

Cloudera Data Science Workbench also prints stderr/stdout  1ogs from models to an output pane in the Ul. Make sure
you are not writing any sensitive information to these logs.

Cloudera Data Science Workbench does not currently support high availability for models. Additionally, there can
only be one active deployment per model at any given time. This means you should plan for model downtime if you
want to deploy a new build of the model or re-deploy with more/less replicas.

Keep in mind that models that have been devel oped and trained using Cloudera Data Science Workbench are
essentially Python/R code that can easily be persisted and exported to external environments using popular
serialization formats such as Pickle, PMML, ONNX, and so on.

This topic uses Cloudera Data Science Workbench's built-in Python template project to walk you through an end-to-
end example where we use experiments to develop and train amodel, and then deploy it using Cloudera Data Science
Workbench.

This example uses the canonical Iris dataset from Fisher and Anderson to build a model that predicts the width of a
flower’s petal based on the petal's length.

The scripts for this example are available in the Python template project that ships with Cloudera Data Science
Workbench.
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Procedure

1. First, create anew project from the Python template:

Create a New Project

Project Name
Iris Project
Project Visibility
Private - Only added collaborators can view the project.

© Public - All authenticated users can view this project.

Initial Setup

Blank Template Local Git

Python

o e

lemplates include SRdITIe code to help you get started

Create Project

2. Onceyou've created the project, go to the project's Files page.
The following files are used for the demo:

e cdsw-build.sh - A custom build script used for models and experiments. Pip installs our dependencies,
primarily the scikit-learn library.

« fit.py - A model training example to be run as an experiment. Generates the model.pkl file that contains the
fitted parameters of our model.

« predict.py - A sample function to be deployed as a model. Uses model.pkl produced by fit.py to make
predictions about petal width.

Train the Model

Run experiments using fit.py to develop amodel. The fit.py script tracks metrics, mean squared error (MSE) and R2,
to help compare the results of different experiments. It also writes the fitted model to a model.pkl file.

About this task
To run an experiment:
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Procedure

1. Navigateto the Iris project's Overview Experiments page.
2. Click Run Experiment.
3. Fill out the form as follows and click Start Run. Make sure you use the Python 3 kernel.

Run New Experiment

Script fit.py
Arguments ©
Engine Kernel Python 2
© Python 3

Scala

R
Engine Profile 1 vCPU / 2 GiB Memory =
Comment

Testing a run ..

Cancel Start Run

The new experiment should now show up on the Experiments table.

4. Click onthe Run ID to go to the experiment's Overview page. The Build and Session tabs display reatime
progress as the experiment builds and executes.

25



Cloudera Data Science Workbench Models

5. Once the experiment has completed successfully, go back to its Overview page.

The tracked metrics show us that our test set had an M SE of ~0.0078 and an R2 of ~0.0493. For the purpose of
this demo, let's consider this an accurate enough model to deploy and use for predictions.

Run-21
Overview  Session Build
Configuration Output
Script fit.
o Py model.pkl
Arguments
Comment Add to Project
Build Snapshot cd61cBacd43de924189a55¢5562d29268bbeb539
Created At 6/21/18 6:06 PM
Submitter admin
Metrics
mean_sq_err 0.007866659505691643
r2 0.04934628330010382

6. Once you have finished training and comparing metrics from different experiments, go to the experiment that
generated the best model. From the experiment's Overview page, select the model.pkl file and click Add to
Project.

This saves the model to the project filesystem, available on the project's Files page. We will now deploy this
model asa REST API that can serve predictions.

To deploy the model we use the predict.py script from the Python template project.

This script contains the predict function that accepts petal length as input and uses the model built in the previous step
to predict petal width.

1. Navigate to the Iris project's Overview Models page.
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2. Click New Model and fill out the fields. Make sure you use the Python 3 kernel. For example:
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Create a Model

General

Name *

Predict Petal Width

Description *

This model uses petal length to predict petal width.

Build

File *
predict.py

Function *

predict

Example Input @

{
"petal_length": 5.4

}

Example Output @

Kernel
Python 2

© Python 3
R

Comment

Using Python 3 for this build

Deployment

Engine Profile
1vCPU / 2 GiB Memory

4k

Replicas

3

Ak
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3. Deploy the model.

4. Click onthe model to go to its Overview page. Asthe model builds you can track progress on the Build page.
Once deployed, you can see the replicas deployed on the Monitoring page.

5. Totest the model, use the Test Model widget on the model's Overview page.

Test Model

Input

{
"petal_length": 5.4

b

Result
Status success
Response 1.8826221434150965
Replica ID predict-petal-width-2-9-7c¢f557b957-5wjld

This topic describes how to monitor active models and some tasks related to general model administration.
Active Mode - A model that isin the Deploying, Deployed, or Stopping stages.

Cloudera Data Science Workbench provides two ways to monitor active models.

When amodel is deployed, Cloudera Data Science Workbench allows you to specify a number of replicas that will be
deployed to serve requests.

Having more replicas means that your model should be able to serve more requests and is more resilient. However,
we should not expect the distribution of requests to models to be completely evenly distributed across replicas. For
instance, if you have one request that takes thirty seconds and two more immediate requests that take five seconds, we
would expect the second replicato process more of the requests.

For each active model, you can monitor its replicas by going to the model's Monitoring page. On this page you can
track the number of requests being served by each replica, success and failure rates, and their associated stderr and
stdout logs. Depending on future resource requirements, you can increase or decrease the number of replicas by re-
deploying the model.

The most recent logs are at the top of the pane (see image). stderr logs are displayed next to a red bar while stdout
logs are by agreen bar. Note that model 1ogs and statistics are only preserved so long as the individua replicais
active. When areplicarestarts (for example, in case of bad input) the logs also start with aclean date.
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Add Two Numbers Deployed | Stop | | Restart | | Deploy New Build

Overview Deployments  Builds  Monitoring ~ Settings

Replica Status Received Processed Success Failure Error Busy Not Ready Restart
add-numbers-1-7-664d6854bd-4z2bv 6 6 (100 %)

add-numbers-1-7-664d6854bd-qgg5j Ready 5 5(100 %) 5(100 %) 0 0 0 0 0
add-numbers-1-7-664d6854bd-gxInr Ready 5 5(100 %) 5(100 %) 0 0 0 0 0

Streams: @ stdout @ stderr

2018-06-08 11:28:01.998 Added the numbers - success!

2018-06-08 11:23:56.804 Added the numbers - success!

2018-06-08 11:23:51.799 Added the numbers - success!

2018-06-08 11:14:21.244 Added the numbers - success!

2018-06-08 11:13:51.420 2018-06-08 18:13:51,420 36 INFO Model.Runtime  Finish Model initialization
20818-06-08 11:13:51.428 Model ready

Monitoring All Active Models
This section describes monitoring for all active models.

Before you begin
Required Role: Site Administrator

Procedure

To see acomplete list of al the models that have been deployed on a deployment, and review resource usage across
the deployment by models alone, goto Admin Models.

On this page, site administrators can also Stop/Restart/Rebuild any of the currently deployed models.

Site Administration

Overview  Users Actiwgines Security License  Settings

Active Models Active Model Replicas Total Requested CPU Total Requested Memory (GiB)
Active Models
Model Project Status Replicas cPU Memory Deployed By Last Deployed v Actions
Add Two Numbers Model Sample Project Deployed 3/3 3 6GiB - Jun 7,2018, 1:49 PM Stop | v

Deleting a Model

Before you begin

e You must stop all active deployments before you delete amodel. If not stopped, active models will continue
serving requests and consuming resources even though they do not show up in Cloudera Data Science Workbench
Ul.

» Deleted models are not actually removed from disk. That is, this operation will not free up storage space.

About this task
Deleting amodel removes all of the model's builds and its deployment history from Cloudera Data Science
Workbench.

Procedure

To delete amodel, go to the model Overview Settings and click Delete Model.
Y ou can also delete specific builds from a model's history by going to the model's Overview Build page.
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Required Role: Site Administrator

Important: The feature flag mentioned here only hides the Models feature from the UI. It will not stop
any active models that have already been deployed. Make sure you stop al active models from the Admin
Models page before you disable the feature.

To disable this feature on your Cloudera Data Science Workbench deployment:

1. Loginto Cloudera Data Science Workbench.
2. Click Admin Settings .
3. Under the Feature Flags section, disable the Enable users to create models. checkbox.

This topic describes some common issues to watch out for during different stages of the model build and deployment
process.

Asageneral rule, if your model spendstoo long in any of the afore-mentioned stages, check the resource
consumption statistics for the cluster. When the cluster starts to run out of resources, often models will spend some
time in a queue before they can be executed.

Resource consumption by active models on a deployment can be tracked by site administrators on the Admin Models
page.

Live progress for this stage can be tracked on the model's Build tab. It shows the details of the build process that
creates a new Docker image for the model.

Potential issues:

» If you specified a custom build script (cdsw-build.sh), ensure that the commands inside the script complete
successfully.

« |If you arein an environment with restricted network connectivity, you might need to manually upload
dependencies to your project and install them from local files.

Once the model has been built, it is copied to an internal Docker registry to make it available to all the Cloudera Data
Science Workbench hosts. Depending on network speeds, your model may spend some time in this stage.

If you see issues occurring when Cloudera Data Science Workbench is attempting to start the model, use the
following guidelines to begin troubleshooting.

* Make sure your model code works in aworkbench session. To do this, launch a new session, run your model
file, and then interactively call your target function with the input object. For a ssmple example, see the Model
Quickstart.

» Ensurethat you do not have any syntax errors. For python, make sure you have the kernel with the appropriate
python version (Python 2 or Python 3) selected for the syntax you have used.
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Make sure that your cdsw-build.sh file provides a complete set of dependencies. Dependencies manually installed
during a session on the workbench are not carried over to your model. Thisisto ensure a clean, isolated, build for
each model.

If your model accesses resources such as data on the CDH cluster or an external database make sure that those
resources can accept the load your model may exert on them.

Once amodel is up and running, you can track some basic logs and statistics on the model's Monitoring page.

In case issues arise;

Check that you are handling bad input from users. If your function throws an exception, Cloudera Data Science
Workbench will restart your model to attempt to get back to a known good state. The user will see an unexpected
model shutdown error.

For most transient issues, model replicas will respond by restarting on their own before they actually crash. This
auto-restart behavior should help keep the model online as you attempt to debug runtime issues.

Make runtime troubleshooting easier by printing errors and output to stderr and stdout. Y ou can catch these on
each model's Monitoring tab. Be careful not to log sensitive data here.

The Monitoring tab also displays the status of each replica and will show if the replica cannot be scheduled due to
alack of cluster resources. It will also display how many requests have been served/dropped by each replica.

When Cloudera Data Science Workbench receives a call request for amodedl, it attemptsto find a free replica that
can answer the call. If thefirst arbitrarily selected replicais busy, Cloudera Data Science Workbench will keep
trying to contact afree replicafor 30 seconds. If no replicais available, Cloudera Data Science Workbench will
return a model.busy error with HTTP status code 429 (Too Many Requests). If you see such errors, re-deploy the
model build with a higher number of replicas.
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