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Cloudera Machine Learning Overview

Machine learning has become one of the most critical capabilities for modern businesses to grow and stay competitive
today. From automating internal processes to optimizing the design, creation, and marketing processes behind
virtually every product consumed, ML models have permeated almost every aspect of our work and personal lives.

Cloudera Machine Learning (CML) is Cloudera’s new cloud-native machine learning service, built for CDP. The
CML service provisions clusters, also known as ML workspaces, that run natively on Kubernetes.

Each ML workspace enable teams of data scientists to develop, test, train, and ultimately deploy machine learning
models for building predictive applications all on the data under management within the enterprise data cloud.
ML workspaces are ephemeral, allowing you to create and delete them on-demand. ML workspaces support fully-
containerized execution of Python, R, Scala, and Spark workloads through flexible and extensible engines.

Core Capabilities:

• Seamless portability across private cloud, public cloud, and hybrid cloud powered by Kubernetes
• Rapid cloud provisioning and autoscaling
• Fully containerized workloads - including Python, R, and Spark-on-Kubernetes - for scale-out data engineering

and machine learning with seamless distributed dependency management
• High performance deep learning with distributed GPU scheduling and training
• Secure data access across HDFS, cloud object stores, and external databases

Benefits:

The cloud offers many advantages for unpredictable and heterogeneous workloads, but there are two challenges: 1)
data is often spread across multiple clouds and on-premises systems, and 2) existing products only cover parts of
the machine learning lifecycle. Cloudera Machine Learning directly addresses both these issues. It’s built for the
agility and power of cloud computing, but isn’t limited to any one provider or data source. And it is a comprehensive
platform to collaboratively build and deploy machine learning capabilities at scale. CML gives you the power to
transform your business with machine learning and AI.

CML users are:
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• Data management and data science executives at large enterprises who want to empower teams to develop and
deploy machine learning at scale.

• Data scientist developers (use open source languages like Python, R, Scala) who want fast access to compute and
corporate data, the ability to work collaboratively and share, and an agile path to production model deployment.

• IT architects and administrators who need a scalable platform to enable data scientists in the face of shifting cloud
strategies while maintaining security, governance and compliance. They can easily provision environments and
enable resource scaling so they - and the teams they support - can spend less time on infrastructure and more time
on innovation.

ML Workspace Web Application

Related Concepts
Apache Spark 2 on CML

Key Differences between Cloudera Machine Learning and Cloudera Data Science Workbench

Related Information
Management Console: Core Concepts

Engines Overview

Apache Spark 2 on CML

Apache Spark is a general purpose framework for distributed computing that offers high performance for both batch
and stream processing. It exposes APIs for Java, Python, R, and Scala, as well as an interactive shell for you to run
jobs.

In Cloudera Machine Learning (CML), Spark and its dependencies are bundled directly into the CML engine Docker
image.

CML supports fully-containerized execution of Spark workloads via Spark's support for the Kubernetes cluster
backend. Users can interact with Spark both interactively and in batch mode.

Note:  Spark is not currently supported for ML Runtimes.
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Dependency Management: In both batch and interactive modes, dependency management, including for Spark
executors, is transparently managed by CML and Kubernetes. No extra required configuration is required. In
interactive mode, CML leverages your cloud provider for scalable project storage, and in batch mode, CML manages
dependencies though container images.

Autoscaling: CML also supports native cloud autoscaling via Kubernetes. When clusters do not have the required
capacity to run workloads, they can automatically scale up additional nodes. Administrators can configure auto-
scaling upper limits, which determine how large a compute cluster can grow. Since compute costs increase as
cluster size increases, having a way to configure upper limits gives administrators a method to stay within a budget.
Autoscaling policies can also account for heterogeneous node types such as GPU nodes or spot instances.

Workload Isolation: In CML, each project is owned by a user or team. Users can launch multiple sessions in a project.
Workloads are launched within a separate Kubernetes namespace for each user, thus ensuring isolation between users
at the K8s level.

Related Concepts
Cloudera Machine Learning Overview

Key Differences between Cloudera Machine Learning and
Cloudera Data Science Workbench

For existing Cloudera Machine Learning users, this topic will help highlight some key differences between Cloudera
Machine Learning and it's cloud-native counterpart, Cloudera Machine Learning.

How is Cloudera Machine Learning (CML) related to Cloudera Data Science Workbench (CDSW)?

CML expands the end-to-end workflow of Cloudera Data Science Workbench (CDSW) with cloud-native benefits
like rapid provisioning, elastic autoscaling, distributed dependency isolation, and distributed GPU training.
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It can run its own native distributed computing workloads without requiring a separate CDH cluster for scale-out
compute. It is designed to run on CDP in existing Kubernetes environments, such as managed cloud Kubernetes
services (EKS, AKS, GKE) or Red Hat OpenShift, reducing operational costs for some customers while delivering
multi-cloud portability.

Both products help data engineers and data science teams be more productive on shared data and compute, with
strong security and governance. They share extensive code.

There is one primary difference:

• CDSW extends an existing CDH cluster, by running on gateway nodes and pushing distributed compute
workloads to the cluster. CDSW requires and supports a single CDH cluster for its distributed compute, including
Apache Spark.

• In contrast, CML is self-contained and manages its own distributed compute, natively running workloads -
including but not limited to Apache Spark - in containers on Kubernetes.

Note: It can still connect to an existing cluster to leverage its distributed compute, data, or metadata (SDX).

Table 1: Key Differences

CDSW CML

Architecture CDSW requires a CDH or HDP cluster and runs on
one or more dedicated gateway nodes on the cluster.

CML is self-contained and does not require an
attached CDH/HDP cluster.

Notion of 1 master and multiple worker hosts. No designated master and worker hosts; all nodes
are ephemeral.

Security Kerberos authentication integrated via the CDH/
HDP cluster

External authentication via LDAP/SAML.

Centralised identity management using FreeIPA via
the Cloudera Data Platform (CDP).

App Storage Project files, internal postgresDB, and Livelog, are
all stored persistently on the Master host.

All required persistent storage is on cloud-managed
block store, NFS, and a relational data store. For
example, for AWS, this is managed via EFS.

Compute Python/R/Scala workloads execute on the CDSW
gateway nodes of the cluster.

Python/R/Scala workloads run on the CDP/cloud-
provider-managed K8s cluster.

CDSW pushes distributed compute workloads, such
as Spark-on-YARN, to the CDH/HDP cluster.

Spark-on-YARN is not supported; Spark-on-
K8s instead. Workloads will run on a dedicated
K8s cluster provisioned within the customer
environment.

No autoscaling. Autoscaling via your cloud service provider.
Kubernetes/node-level autoscaling will be used to
expand/contract the cluster size based on demand.

Packaging Available as a downloadable RPM and CSD. Available as a managed service on CDP.

Spark is packaged with CDH. Spark on K8s is packaged with CML - no
dependency on an external cluster.

Data Access Data usually resides on the attached CDH/HDP
cluster in HDFS, Hive, HBase, and so on.

Data can reside on object storage such as S3 or any
pre-existing workload clusters registered with CDP.

Related Concepts
Cloudera Machine Learning Overview

Related Information
Cloudera Machine Learning documentation
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Challenges with Machine Learning in production

One of the hardest parts of Machine Learning (ML) is deploying and operating ML models in production
applications. These challenges fall maily into the following categories: model deployment and serving, model
monitoring, and model governance.

Challenges with model deployment and serving
After models are trained and ready to deploy in a production environment, lack of consistency with model
deployment and serving workflows can present challenges in terms of scaling your model deployments to meet the
increasing numbers of ML usecases across your business.

Many model serving and deployment workflows have repeatable, boilerplate aspects which you can automate using
modern DevOps techniques like high frequency deployment and microservices architectures. This approach can
enable the ML engineers to focus on the model instead of the surrounding code and infrastructure.

Challenges with model monitoring
Machine Learning (ML) models predict the world around them which is constantly changing. The unique and
complex nature of model behavior and model lifecycle present challenges after the models are deployed.

Cloudera Machine Learning provides you the capability to monitor the performance of the model on two levels:
technical performance (latency, throughput, and so on similar to an Application Performance Management), and
mathematical performance (is the model predicting correctly, is the model biased, and so on).

There are two types of metrics that are collected from the models:

• Time series metrics: Metrics measured in-line with model prediction. It can be useful to track the changes in these
values over time. It is the finest granular data for the most recent measurement. To improve performance, older
data is aggregated to reduce data records and storage.

• Post-prediction metrics: Metrics that are calculated after prediction time, based on ground truth and/or batches
(aggregates) of time series metrics. To collect metrics from the models, the Python SDK has been extended to
include the following functions that you can use to store different types of metrics:

To collect metrics from the models, the Python SDK has been extended to include the following functions that you
can use to store different types of metrics:

• track_metrics: Tracks the metrics generated by experiments and models.
• read_metrics: Reads the metrics already tracked for a deployed model, within a given window of time.
• track_delayed_metrics: Tracks metrics that correspond to individual predictions, but aren’t known at the time the

prediction is made. The most common instances are ground truth and metrics derived from ground truth such as
error metrics.

• track_aggregate_metrics: Registers metrics that are not associated with any particular prediction. This function
can be used to track metrics accumulated and/or calculated over a longer period of time.

The following two use-cases show how you can use these functions:

• Tracking accuracy of a model over time
• Tracking drift

Usecase 1: Tracking accuracy of a model over time

Consider the case of a large telco. When a customer service representative takes a call from a customer, a web
application presents an estimate of the risk that the customer will churn. The service representative takes this risk into
account when evaluating whether to offer promotions.
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The web application obtains the risk of churn by calling into a model hosted on Cloudera Machine Learning (CML).
For each prediction thus obtained, the web application records the UUID into a datastore alongside the customer ID.
The prediction itself is tracked in CML using the track_metrics function.

At some point in the future, some customers do in fact churn. When a customer churns, they or another customer
service representative close their account in a web application. That web application records the churn event, which is
ground truth for this example, in a datastore.

An ML engineer who works at the telco wants to continuously evaluate the suitability of the risk model. To do this,
they create a recurring CML job. At each run, the job uses the read_metrics function to read all the predictions that
were tracked in the last interval. It also reads in recent churn events from the ground truth datastore. It joins the
churn events to the predictions and customer ID’s using the recorded UUID’s, and computes an Receiver operating
characteristic (ROC) metric for the risk model. The ROC is tracked in the metrics store using the track_aggregate_
metrics function.

Note:  You can store the ground truth in an external datastore, such as Cloudera Data Warehouse or in the
metrics store.

Use-case 2: Tracking drift

Instead of or in addition to computing ROC, the ML engineer may need to track various types of drift. Drift metrics
are especially useful in cases where ground truth is unavailable or is difficult to obtain.

The definition of drift is broad and somewhat nebulous and practical approaches to handling it are evolving, but drift
is always about changing distributions. The distribution of the input data seen by the model may change over time and
deviate from the distribution in the training dataset, and/or the distribution of the output variable may change, and/or
the relationship between input and output may change.

All drift metrics are computed by aggregating batches of predictions in some way. As in the use case above, batches
of predictions can be read into recurring jobs using the read_metrics function, and the drift metrics computed by the
job can be tracked using the track_aggregate_metrics function.
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Challenges with model governance
Businesses implement ML models across their entire organization, spanning a large spectrum of usecases. When
you start deploying more than just a couple models in production, a lot of complex governance and management
challenges arise.

Almost all the governance needs for ML are associated with data and are tied directly to the data management
practice in your organization. For example, what data can be used for certain applications, who should be able to
access what data, and based on what data are models created.

Some of the other unique governance challenges that you could encounter are:

• How to gain visibility into the impact your models have on your customers?
• How can you ensure you are still compliant with both governmental and internal regulations?
• How does your organization’s security practices apply to the models in production?

Ultimately, the needs for ML governance can be distilled into the following key areas: model visibility, and model
explainability, interpretability, and reproducibility.

Model visibility
A basic requirement for model governance is enabling teams to understand how machine learning is being applied
in their organizations. This requires a canonical catalog of models in use. In the absence of such a catalog, many
organizations are unaware of how their models work, where they are deployed, what they are being used for, and so
on. This leads to repeated work, model inconsistencies, recomputing features, and other inefficiencies.

Model explainability, interpretability, and reproducibility
Models are often seen as a black box: data goes in, something happens, and a prediction comes out. This lack of
transparency is challenging on a number of levels and is often represented in loosely related terms explainability,
interpretability, and reproducibility.

• Explainability: Indicates the description of the internal mechanics of an Machine Learning (ML) model in human
terms

• Interpretability: Indicates the ability to:

• Understand the relationship between model inputs, features and outputs
• Predict the response to changes in inputs

• Reproducibility: Indicates the ability to reproduce the output of a model in a consistent fashion for the same inputs

To solve these challenges, CML provides an end-to-end model governance and monitoring workflow that gives
organizations increased visibility into their machine learning workflows and aims to eliminate the blackbox nature of
most machine learning models.

The following image shows the end-to-end producltion ML workflow:

Figure 1: Production ML Workflow
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Model governance using Apache Atlas
To address governance challenges, Cloudera Machile Learning uses Apache Atlas to automatically collect and
visualize lineage information for data used in Machine Learning (ML) workflows — from training data to model
deployments.

Lineage is a visual representation of the project. The lineage information includes visualization of the relationships
between model entities such as code, model builds, deployments, and so on. and the processes that carry out
transformations on the data involved, such as create project, build model, deploy model, and so on.

The Apache Atlas type system has pre-built governance features that can be used to define ML metadata objects.
A type in Atlas is a definition of the metadata stored to describe a data asset or other object or process in an
environment. For ML governance, Cloudera has designed new Atlas types that capture ML entities and processes as
Atlas metadata objects.

In addition to the definition of the types, Atlas also captures the relationship between the entities and processes to
visualize the end-to-end lineage flow, as shown in the following image. The blue hexagons represent an entity (also
called the noun) and the green hexagons represent a process (also called the verb).
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The ML metadata definition closely follows the actual machine learning workflow. Training data sets are the starting
point for a model lineage flow. These data sets can be tables from a data warehouse or an embedded csv file. Once a
data set has been identified, the lineage follows into training, building and deploying the model.

See ML operations entities created in Atlas for a list of metadata that Atlas collects from each CML workspace.
Metadata is collected from machine learning projects, model builds, and model deployments, and the processes that
create these entities.
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