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Machine Learning Creating and Deploying a Model

Creating and Deploying a Model

This topic describes a simple example of how to create and deploy a model using Cloudera Machine Learning.

Using Cloudera Machine Learning, you can create any function within a script and deploy it to a REST API. In a
machine learning project, this will typically be a predict function that will accept an input and return a prediction
based on the model's parameters.

For the purpose of this quick start demo we are going to create a very simple function that adds two numbers and
deploy it as a model that returns the sum of the numbers. This function will accept two numbers in JSON format as
input and return the sum.

1. Create a new project. Note that models are always created within the context of a project.
2. Click Open Workbench and launch a new Python 3 session.
3. Create a new file within the project called add_numbers.py. This is the file where we define the function that will

be called when the model is run. For example:

add_numbers.py

def add(args):
  result = args["a"] + args["b"]
  return result

Note:  In practice, do not assume that users calling the model will provide input in the correct format or
enter good values. Always perform input validation.

4. Before deploying the model, test it by running the add_numbers.py script, and then calling the add function
directly from the interactive workbench session. For example:

add({"a": 3, "b": 5})
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5. Deploy the add function to a REST endpoint.

a. Go to the project Overview page.
b. Click  Models New Model .
c. Give the model a Name and Description.
d. Enter details about the model that you want to build. In this case:

• File: add_numbers.py
• Function: add
• Example Input: {"a": 3, "b": 5}
• Example Output: 8

e. Select the resources needed to run this model, including any replicas for load balancing.

f. Click Deploy Model.
6. Click on the model to go to its Overview page. Click Builds to track realtime progress as the model is built and

deployed. This process essentially creates a Docker container where the model will live and serve requests.
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7. Once the model has been deployed, go back to the model Overview page and use the Test Model widget to make
sure the model works as expected.

If you entered example input when creating the model, the Input field will be pre-populated with those values.
Click Test. The result returned includes the output response from the model, as well as the ID of the replica that
served the request.

Model response times depend largely on your model code. That is, how long it takes the model function to
perform the computation needed to return a prediction. It is worth noting that model replicas can only process one
request at a time. Concurrent requests will be queued until the model can process them.

Usage Guidelines

This section calls out some important guidelines you should keep in mind when you start deploying models with
Cloudera Machine Learning.

Model Code

Models in Cloudera Machine Learning are designed to run any code that is wrapped into a function.
This means you can potentially deploy a model that returns the result of a SELECT * query on a
very large table. However, Cloudera strongly recommends against using the models feature for such
use cases.

As a best practice, your models should be returning simple JSON responses in near-real time
speeds (within a fraction of a second). If you have a long-running operation that requires extensive
computing and takes more than 15 seconds to complete, consider using batch jobs instead.

Model Artifacts

Once you start building larger models, make sure you are storing these model artifacts in HDFS, S3,
or any other external storage. Do not use the project filesystem to store large output artifacts.

In general, any project files larger than 50 MB must be part of your project's .gitignore file so that
they are not included in Engines for Experiments and Models for future experiments/model builds.
Note that in case your models require resources that are stored outside the model itself, it is up to
you to ensure that these resources are available and immutable as model replicas may be restarted at
any time.

Resource Consumption and Scaling

Models should be treated as any other long-running applications that are continuously consuming
memory and computing resources. If you are unsure about your resource requirements when you
first deploy the model, start with a single replica, monitor its usage, and scale as needed.

If you notice that your models are getting stuck in various stages of the deployment process, check
the Monitoring Active Models page to make sure that the cluster has sufficient resources to complete
the deployment operation.

Security Considerations

As stated previously, models do not impose any limitations on the code they can run. Additionally,
models run with the permissions of the user that creates the model (same as sessions and jobs).
Therefore, be conscious of potential data leaks especially when querying underlying data sets to
serve predictions.

Cloudera Machine Learning models are not public by default. Each model has an access key
associated with it. Only users/applications who have this key can make calls to the model. Be
careful with who has permission to view this key.

Cloudera Machine Learning also prints stderr/stdout logs from models to an output pane in the UI.
Make sure you are not writing any sensitive information to these logs.
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Deployment Considerations

Cloudera Machine Learning does not currently support high availability for models. Additionally,
there can only be one active deployment per model at any given time. This means you should plan
for model downtime if you want to deploy a new build of the model or re-deploy with more/less
replicas.

Keep in mind that models that have been developed and trained using Cloudera Machine Learning
are essentially Python/R code that can easily be persisted and exported to external environments
using popular serialization formats such as Pickle, PMML, ONNX, and so on.

Related Information
Engines for Experiments and Models

Monitoring Active Models

Known Issues and Limitations

• Known Issues with Model Builds and Deployed Models

• Re-deploying or re-building models results in model downtime (usually brief).
• Re-starting Cloudera Machine Learning does not automatically restart active models. These models must be

manually restarted so they can serve requests again.

Cloudera Bug: DSE-4950
• Model deployment will fail if your project filesystem is too large for the Git Engines for Experiments and

Models process. As a general rule, any project files (code, generated model artifacts, dependencies, etc.) larger
than 50 MB must be part of your project's .gitignore file so that they are not included in snapshots for model
builds.

• Model builds will fail if your project filesystem includes a .git directory (likely hidden or nested). Typical
build stage errors include:

Error: 2 UNKNOWN: Unable to schedule build: [Unable to create a checkpoi
nt of current source: [Unable to push sources to git server: ...

To work around this, rename the .git directory (for example, NO.git) and re-build the model.

Cloudera Bug: DSE-4657
• JSON requests made to active models should not be more than 5 MB in size. This is because JSON is not

suitable for very large requests and has high overhead for binary objects such as images or video. Call the
model with a reference to the image or video, such as a URL, instead of the object itself.

• Any external connections, for example, a database connection or a Spark context, must be managed by the
model's code. Models that require such connections are responsible for their own setup, teardown, and refresh.

• Model logs and statistics are only preserved so long as the individual replica is active. Cloudera Machine
Learning may restart a replica at any time it is deemed necessary (such as bad input to the model).

• (MLLib) The MLLib model.save() function fails with the following sample error. This occurs because the
Spark executors on CML all share a mount of /home/cdsw which results in a race condition as multiple
executors attempt to write to it at the same time.

Caused by:
                  java.io.IOException: Mkdirs failed to create
                  file:/home/cdsw/model.mllib/metadata/_temporary ....

Recommended workarounds:

• Save the model to /tmp, then move it into /home/cdsw on the driver/session.
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• Save the model to either an S3 URL or any other explicit external URL.
• Limitations

• Scala models are not supported.
• Spawning worker threads are not supported with models.
• Models deployed using Cloudera Machine Learning are highly available subject to the following limitations:

• Model high availability is dependent on the high availability of the cloud provider's Kubernetes service.
Please refer to your chosen cloud provider for precise SLAs.

• Model high availability is dependent on the high availability of the cloud provider's load balancer service.
Please refer to your chosen cloud provider for precise SLAs.

• In the event that the Kubernetes pod running the model proxy service becomes unavailable, the Model may
be unavailable for multiple seconds during failover.

• Dynamic scaling and auto-scaling are not currently supported. To change the number of replicas in service,
you will have to re-deploy the build.

Related Information
Engines for Experiments and Models

Distributed Computing with Workers

Model Request and Response Formats

Every model function in Cloudera Machine Learning takes a single argument in the form of a JSON-encoded object,
and returns another JSON-encoded object as output. This format ensures compatibility with any application accessing
the model using the API, and gives you the flexibility to define how JSON data types map to your model's datatypes.

Model Requests

When making calls to a model, keep in mind that JSON is not suitable for very large requests and has high overhead
for binary objects such as images or video. Consider calling the model with a reference to the image or video such
as a URL instead of the object itself. Requests to models should not be more than 5 MB in size. Performance may
degrade and memory usage increase for larger requests.

Ensure that the JSON request represents all objects in the request or response of a model call. For example, JSON
does not natively support dates. In such cases consider passing dates as strings, for example in ISO-8601 format,
instead.

For a simple example of how to pass JSON arguments to the model function and make calls to deployed model, see
Creating and Deploying a Model.

Model Responses

Models return responses in the form of a JSON-encoded object. Model response times depend on how long it takes
the model function to perform the computation needed to return a prediction. Model replicas can only process one
request at a time. Concurrent requests are queued until a replica is available to process them.

When Cloudera Machine Learning receives a call request for a model, it attempts to find a free replica that can answer
the call. If the first arbitrarily selected replica is busy, Cloudera Machine Learning will keep trying to contact a free
replica for 30 seconds. If no replica is available, Cloudera Machine Learning will return a model.busy error with
HTTP status code 429 (Too Many Requests). If you see such errors, re-deploy the model build with a higher number
of replicas.

Related Information
Creating and Deploying a Model

Workflows for Active Models
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Testing Calls to a Model

Cloudera Machine Learning provides two ways to test calls to a model:

• Test Model Widget

On each model's Overview page, Cloudera Machine Learning provides a widget that makes a sample call to the
deployed model to ensure it is receiving input and returning results as expected.
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• Sample Request Strings

On the model Overview page, Cloudera Machine Learning also provides sample curl and POST request strings
that you can use to test calls to the model. Copy/paste the curl request directly into a Terminal to test the call.

Note that these sample requests already include the example input values you entered while building the model,
and the access key required to query the model.

Securing Models

Access Keys for Models
Each model in Cloudera Machine Learning has a unique access key associated with it. This access key is a unique
identifier for the model.

Models deployed using Cloudera Machine Learning are not public. In order to call an active model your request must
include the model's access key for authentication (as demonstrated in the sample calls above).

To locate the access key for a model, go to the model Overview page and click Settings.

Important:

Only one access key per model is active at any time. If you regenerate the access key, you will need to re-
distribute this access key to users/applications using the model.

Alternatively, you can use this mechanism to revoke access to a model by regenerating the access key.
Anyone with an older version of the key will not be able to make calls to the model.
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Model API Key for Models
You can prevent unauthorized access to your models by specifying a Model API Key in the “Authorization” header
of your model HTTP request. This topic covers how to create, test, and use a Model API Key in Cloudera Machine
Learning.

The Model API key governs the authentication part of the process and the authorization is based on what privileges
the users already have in terms of the project that they is a part of. For example, if a user/application has read-only
access to a project, then the authorization is based on their current access-level to the project, which is “read-only”.
If the users have been authenticated to a project, then they can make a request to a model with the Model API Key.
This is different to the previously described Access Key, which is only used to identify which model should serve a
request.

Enabling authentication
Restricting access using Model API Keys is an optional feature. By default, the “Enable Authentication” option is
turned on. However, it is turned off by default for the existing models for backward compatibility. You can enable
authentication for all your existing models.

To enable authentication, go to  Projects Models Settings  and check the Enable Authentication option.

Note:  It can take up to five minutes by the system to update.

Generating a Model API Key
If you have enabled authentication, then you need a Model API Key to call a model. If you are not a collaborator on a
particular project, then you cannot access the models within that project using the Model API Key that you generate.
You need to be added as a collaborator by the admin or the owner of the project to use the Model API Key to access a
model.

About this task

There are two types of API keys used in Cloudera Machine Learning:

• API Key: This is used in the CDSW-specific internal APIs for CLI automation. This can’t be deleted and neither
does it expire. This API Key is not required when sending requests to a model.

• Model API Key: These are used to authenticate requests to a model. You can choose the expiration period and
delete them when no longer needed.

You can generate more than one Model API Keys to use with your model, depending on the number of clients that
you are using to call the models.

Procedure

1. Sign in to Cloudera Machine Learning.

2. Click Settings from the left navigation pane.

3. On the User Settings page, click the API Keys tab.

4. Select an expiry date for the Model API Key, and click Create API keys.

An API key is generated along with a Key ID.

If you do not specify an expiry date, then the generated key is active for one year from the current date, or for
the duration set by the Administrator. If you specify an expiration date that exceeds the duration value set by the
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Administrator, you will get an error. The Administrator can set the default duration value at  Admin Security
Default Model API keys expiration in days

Note:

• The Model API Key is private and ephemeral. Copy the key and the corresponding key ID on to a
secure location for future use before refreshing or leaving the page. If you miss storing the key, then
you can generate another key.

• You can delete the Model API Keys that have expired or no longer in use. It can take up to five
minutes by the system to take effect.

5. To test the Model API Key:

a) Navigate to your project and click Models from the left navigation pane.
b) On the Overview page, paste the Model API Key in the Model API Key field that you had generated in the

previous step and click Test.

The test results, along with the HTTP response code and the Replica ID are displayed in the Results table.

If the test fails and you see the following message, then you must get added as a collaborator on the respective
project by the admin or the creator of the project:

"User APikey not authorized to access model": "Check APIKEY permissions 
or model authentication permissions"

Managing Model API Keys
The admin user can access the list of all the users who are accessing the workspace and can delete the Model API
Keys for a user.

About this task

To manage users and their keys:

Procedure

1. Sign in to Cloudera Machine Learning as an admin user.

2. From the left navigation pane, click Admin.

The Site Administration page is displayed.

3. On the Site Administration page, click on the Users tab.

All the users signed under this workspace are displayed.

The Model API Keys column displays the number of Model API Keys granted to a user.

4. To delete a Model API Key for a particular user:

a) Select the user for which you want to delete the Model API Key.

A page containing the user’s information is displayed.
b) To delete a key, click Delete under the Action column corresponding to the Key ID.
c) Click Delete all keys to delete all the keys for that user.

Note:  It can take up to five minutes by the system to take effect.

As a non-admin user, you can delete your own Model API Key by navigating to  Settings User Settings API Keys
.
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Workflows for Active Models

This topic walks you through some nuances between the different workflows available for re-deploying and re-
building models.

Active Model - A model that is in the Deploying, Deployed, or Stopping stages.

You can make changes to a model even after it has been deployed and is actively serving requests. Depending on
business factors and changing resource requirements, such changes will likely range from changes to the model code
itself, to simply modifying the number of CPU/GPUs requested for the model. In addition, you can also stop and
restart active models.

Depending on your requirement, you can perform one of the following actions:

Re-deploy an Existing Build

Re-deploying a model involves re-publishing a previously-deployed model in a new serving environment - this is,
with an updated number of replicas or memory/CPU/GPU allocation. For example, circumstances that require a re-
deployment might include:

• An active model that previously requested a large number of CPUs/GPUs that are not being used efficiently.
• An active model that is dropping requests because it is falling short of replicas.
• An active model needs to be rolled back to one of its previous versions.

Warning:  Currently, Cloudera Machine Learning only allows one active deployment per model. This means
when you re-deploy a build, the current active deployment will go offline until the re-deployment process is
complete and the new deployment is ready to receive requests. Prepare for model downtime accordingly.

To re-deploy an existing model:

1. Go to the model Overview page.
2. Click Deployments.
3. Select the version you want to deploy and click Re-deploy this Build.

Note:

4. Modify the model serving environment as needed.
5. Click Deploy Model.

Deploy a New Build for a Model

Deploying a new build for a model involves both, re-building the Docker image for the model, and deploying this
new build. Note that this is not required if you only need to update the resources allocated to the model. As an
example, changes that require a new build might include:

• Code changes to the model implementation.
• Renaming the function that is used to invoke the model.
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Warning:  Currently, Cloudera Machine Learning does not allow you to create a new build for a model
without also deploying it. This combined with the fact that you can only have one active deployment per
model means that once the new model is built, the current active deployment will go offline so that the new
build can be deployed. Prepare for model downtime accordingly.

To create a new build and deploy it:

1. Go to the model Overview page.
2. Click Deploy New Build.

3. Complete the form and click Deploy Model.

Stop a Model

To stop a model (all replicas), go to the model Overview page and click Stop. Click OK to confirm.

Restart a Model

To restart a model (all replicas), go to the model Overview page and click Restart. Click OK to confirm.

Restarting a model does not let you make any code changes to the model. It should primarily be used as a way to
quickly re-initialize or re-connect to resources.

Monitoring Active Models

This topic describes how to monitor your active models and access any logs related to them.

What is an Active Model?

A model that is in the Deploying, Deployed, or Stopping stages is referred to as an active model.

Cloudera Machine Learning provides two ways to monitor active models:

Monitoring Individual Models

When a model is deployed, Cloudera Machine Learning allows you to specify a number of replicas that will be
deployed to serve requests. For each active model, you can monitor its replicas by going to the model's Monitoring
page. On this page you can track the number of requests being served by each replica, success and failure rates, and
their associated stderr and stdout logs. Depending on future resource requirements, you can increase or decrease the
number of replicas by re-deploying the model.

The most recent logs are at the top of the pane (see image). stderr logs are displayed next to a red bar while stdout
logs are by a green bar. Note that model logs and statistics are only preserved so long as the individual replica is
active. When a replica restarts (for example, in case of bad input) the logs also start with a clean slate.
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Related Information
Workflows for Active Models

Debugging Issues with Models

This topic describes some common issues to watch out for during different stages of the model build and deployment
process.

As a general rule, if your model spends too long in any of the afore-mentioned stages, check the resource
consumption statistics for the cluster. When the cluster starts to run out of resources, often models will spend some
time in a queue before they can be executed.

Resource consumption by active models on a deployment can be tracked by site administrators on the Admin Models
page.

Building

Live progress for this stage can be tracked on the model's Build tab. It shows the details of the build process that
creates a new Docker image for the model. Potential issues:

• If you specified a custom build script (cdsw-build.sh), ensure that the commands inside the script complete
successfully.

• If you are in an environment with restricted network connectivity, you might need to manually upload
dependencies to your project and install them from local files.

Pushing

Once the model has been built, it is copied to an internal Docker registry to make it available to all the Cloudera
Machine Learning hosts. Depending on network speeds, your model may spend some time in this stage.

Deploying

If you see issues occurring when Cloudera Machine Learning is attempting to start the model, use the following
guidelines to begin troubleshooting:

• Make sure your model code works in a workbench session. To do this, launch a new session, run your model file,
and then interactively call your target function with the input object. For a simple example, see the Creating and
Deploying a Model.

• Ensure that you do not have any syntax errors. For Python, make sure you have the kernel with the appropriate
Python version (Python 2 or Python 3) selected for the syntax you have used.
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Machine Learning Deleting a Model

• Make sure that your cdsw-build.sh file provides a complete set of dependencies. Dependencies manually installed
during a session on the workbench are not carried over to your model. This is to ensure a clean, isolated, build for
each model.

• If your model accesses resources such as data on the CDH cluster or an external database make sure that those
resources can accept the load your model may exert on them.

Deployed

Once a model is up and running, you can track some basic logs and statistics on the model's Monitoring page. In case
issues arise:

• Check that you are handling bad input from users. If your function throws an exception, Cloudera Machine
Learning will restart your model to attempt to get back to a known good state. The user will see an unexpected
model shutdown error.

For most transient issues, model replicas will respond by restarting on their own before they actually crash. This
auto-restart behavior should help keep the model online as you attempt to debug runtime issues.

• Make runtime troubleshooting easier by printing errors and output to stderr and stdout. You can catch these on
each model's Monitoring tab. Be careful not to log sensitive data here.

• The Monitoring tab also displays the status of each replica and will show if the replica cannot be scheduled due to
a lack of cluster resources. It will also display how many requests have been served/dropped by each replica.

Related Information
Engines for Experiments and Models

Creating and Deploying a Model

Monitoring Active Models

Deleting a Model

Before you begin

Important:

• You must stop all active deployments before you delete a model. If not stopped, active models will
continue serving requests and consuming resources even though they do not show up in Cloudera Machine
Learning UI.

• Deleted models are not actually removed from disk. That is, this operation will not free up storage space.

Procedure

1. Go to the model  Overview  Settings .

2. Click Delete Model.

Deleting a model removes all of the model's builds and its deployment history from Cloudera Machine Learning.

You can also delete specific builds from a model's history by going to the model's  Overview Build  page.

Example - Model Training and Deployment (Iris)

This topic uses Cloudera Machine Learning's built-in Python template project to walk you through an end-to-
end example where we use experiments to develop and train a model, and then deploy it using Cloudera Machine
Learning.
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Machine Learning Example - Model Training and Deployment (Iris)

This example uses the canonical  Iris  dataset from Fisher and Anderson to build a model that predicts the width of a
flower’s petal based on the petal's length.

The scripts for this example are available in the Python template project that ships with Cloudera Machine Learning.
First, create a new project from the Python template:

Once you've created the project, go to the project's Files page. The following files are used for the demo:

• cdsw-build.sh - A custom build script used for models and experiments. Pip installs our dependencies, primarily
the scikit-learn library.

• fit.py - A model training example to be run as an experiment. Generates the model.pkl file that contains the fitted
parameters of our model.

• predict.py - A sample function to be deployed as a model. Uses model.pkl produced by fit.py to make predictions
about petal width.

Related Information
Engines for Experiments and Models
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Machine Learning Example - Model Training and Deployment (Iris)

Train the Model
This topic shows you how to run experiments and develop a model using the fit.py file.

About this task

The fit.py script tracks metrics, mean squared error (MSE) and R2, to help compare the results of different
experiments. It also writes the fitted model to a model.pkl file.

Procedure

1. Navigate to the Iris project's  Overview Experiments  page.

2. Click Run Experiment.

3. Fill out the form as follows and click Start Run. Make sure you use the Python 3 kernel.

4. The new experiment should now show up on the Experiments table. Click on the Run ID to go to the experiment's
Overview page. The Build and Session tabs display realtime progress as the experiment builds and executes.

5. Once the experiment has completed successfully, go back to its Overview page. The tracked metrics show us that
our test set had an MSE of ~0.0078 and an R2 of ~0.0493. For the purpose of this demo, let's consider this an
accurate enough model to deploy and use for predictions.
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6. Once you have finished training and comparing metrics from different experiments, go to the experiment that
generated the best model. From the experiment's Overview page, select the model.pkl file and click Add to
Project.
This saves the model to the project filesystem, available on the project's Files page. We will now deploy this
model as a REST API that can serve predictions.

Deploy the Model
This topic shows you how to deploy the model using the predict.py script from the Python template project.

About this task

The predict.py script contains the predict function that accepts petal length as input and uses the model built in the
previous step to predict petal width.

Procedure

1. Navigate to the Iris project's  Overview Models  page.

2. Click New Model and fill out the fields. Make sure you use the Python 3 kernel. For example:
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3. Deploy the model.

4. Click on the model to go to its Overview page. As the model builds you can track progress on the Build page.
Once deployed, you can see the replicas deployed on the Monitoring page.

5. To test the model, use the Test Model widget on the model's Overview page.
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