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Machine Learning Basic Concepts and Terminology

Basic Concepts and Terminology

In the context of Cloudera Machine Learning, engines are responsible for running data science workloads and
intermediating access to the underlying cluster. Cloudera Machine Learning uses Docker containers to deliver
application components and run isolated user workloads. On a per project basis, users can run R, Python, and Scala
workloads with different versions of libraries and system packages. CPU and memory are also isolated, ensuring
reliable, scalable execution in a multi-tenant setting.

Cloudera Machine Learning engines are responsible for running R, Python, and Scala code written by users. You
can think of an engine as a virtual machine, customized to have all the necessary dependencies while keeping each
project’s environment entirely isolated.

To enable multiple users and concurrent access, Cloudera Machine Learning transparently subdivides and schedules
containers across multiple hosts. This scheduling is done using Kubernetes, a container orchestration system used
internally by Cloudera Machine Learning. Neither Docker nor Kubernetes are directly exposed to end users, with
users interacting with Cloudera Machine Learning through a web application.

Base Engine Image

The base engine image is a Docker image that contains all the building blocks needed to launch a
Cloudera Machine Learning session and run a workload. It consists of kernels for Python, R, and
Scala along with additional libraries that can be used to run common data analytics operations.
When you launch a session to run a project, an engine is kicked off from a container of this image.
The base image itself is built and shipped along with Cloudera Machine Learning.

New versions of the base engine image are released periodically. However, existing projects are not
automatically upgraded to use new engine images. Older images are retained to ensure you are able
to test code compatibility with the new engine before upgrading to it manually.

Engine

The term engine refers to a virtual machine-style environment that is created when you run a project
(via session or job) in Cloudera Machine Learning. You can use an engine to run R, Python, and
Scala workloads on data stored in the underlying CDH cluster.

Cloudera Machine Learning allows you to run code using either a session or a job. A session is a
way to interactively launch an engine and run code while a job lets you batch process those actions
and schedule them to run recursively. Each session and job launches its own engine that lives as
long as the workload is running (or until it times out).

A running engine includes the following components:
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• Kernel

Each engine runs a kernel with an R, Python or Scala process that can be used to run code
within the engine. The kernel launched differs based on the option you select (either Python 2/3,
PySpark, R, or Scala) when you launch the session or configure a job.

The Python kernel is based on the Jupyter IPython kernel; the R kernel is custom-made for
CML; and the Scala kernel is based on the Apache Toree kernel.

• Project Filesystem Mount

Cloudera Machine Learning uses a persistent filesystem to store project files such as user code,
installed libraries, or even small data files. Project files are stored on the master host at /var/lib/
cdsw/current/projects.

Every time you launch a new session or run a job for a project, a new engine is created ,and the
project filesystem is mounted into the engine's environment at /home/cdsw. Once the session/
job ends, the only project artifacts that remain are a log of the workload you ran, and any files
that were generated or modified, including libraries you might have installed. All of the installed
dependencies persist through the lifetime of the project. The next time you launch a session/job
for the same project, those dependencies will be mounted into the engine environment along
with the rest of the project filesystem.

• Host Mounts

If there are any files on the hosts that should be mounted into the engines at launch time, use the
Site Administration panel to include them.

For detailed instructions, see Configuring the Engine Environment.

Related Information
ML Runtimes versus Legacy Engines

Configuring the Engine Environment
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Engine Dependencies

This topic describes the options available to you for mounting a project's dependencies into its engine environment.
Depending on your projects or user preferences, one or more of these methods may be more appropriate for your
deployment.

Important:  Even though experiments and models are created within the scope of a project, the engines they
use are completely isolated from those used by sessions or jobs launched within the same project. For details,
see Engines for Experiments and Models.

Installing Packages Directly Within Projects

Creating a Customized Engine with the Required Package(s)
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Directly installing a package to a project as described above might not always be feasible. For
example, packages that require root access to be installed, or that must be installed to a path outside
/home/cdsw (outside the project mount), cannot be installed directly from the workbench. For such
circumstances, Cloudera recommends you extend the base Cloudera Machine Learning engine
image to build a customized image with all the required packages installed to it.

This approach can also be used to accelerate project setup across the deployment. For example, if
you want multiple projects on your deployment to have access to some common dependencies out
of the box or if a package just has a complicated setup, it might be easier to simply provide users
with an engine environment that has already been customized for their project(s).

For detailed instructions with an example, see Configuring the Engine Environment.

Managing Dependencies for Spark 2 Projects

With Spark projects, you can add external packages to Spark executors on startup. To add
external dependencies to Spark jobs, specify the libraries you want added by using the appropriate
configuration parameters in a spark-defaults.conf file.

For a list of the relevant properties and examples, see Spark Configuration Files.

Managing Dependencies for Experiments and Models

To allow for versioned experiments and models, Cloudera Machine Learning executes each
experiment and model in a completely isolated engine. Every time a model or experiment is
kicked off, Cloudera Machine Learning creates a new isolated Docker image where the model or
experiment is executed. These engines are built by extending the project's designated default engine
image to include the code to be executed and any dependencies as specified.

For details on how this process works and how to configure these environments, see Engines for
Experiments and Models.

Related Information
Engines for Experiments and Models

Installing Additional Packages

Spark Configuration Files

Configuring the Engine Environment
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Engines for Experiments and Models

In Cloudera Machine Learning, models, experiments, jobs, and sessions are all created and executed within the
context of a project. We've described the different ways in which you can customize a project's engine environment
for sessions and jobs in Environmental Variables. However, engines for models and experiments are completely
isolated from the rest of the project.

Every time a model or experiment is kicked off, Cloudera Machine Learning creates a new isolated Docker image
where the model or experiment is executed. This isolation in build and execution makes it possible for Cloudera
Machine Learning to keep track of input and output artifacts for every experiment you run. In case of models,
versioned builds give you a way to retain build history for models and a reliable way to rollback to an older version of
a model if needed.

The following topics describe the engine build process that occurs when you kick off a model or experiment.

Related Information
Environmental Variables

Snapshot Code
When you first launch an experiment or model, Cloudera Machine Learning takes a Git snapshot of the project
filesystem at that point in time. This Git server functions behind the scenes and is completely separate from any other
Git version control system you might be using for the project as a whole.

However, this Git snapshot will recognize the .gitignore file defined in the project. This means if there are any
artifacts (files, dependencies, etc.) larger than 50 MB stored directly in your project filesystem, make sure to
add those files or folders to .gitignore so that they are not recorded as part of the snapshot. This ensures that the
experiment/model environment is truly isolated and does not inherit dependencies that have been previously installed
in the project workspace.

By default, each project is created with the following .gitignore file:

R
node_modules
*.pyc
.*
!.gitignore

Augment this file to include any extra dependencies you have installed in your project workspace to ensure a truly
isolated workspace for each model/experiment.

Build Image
Once the code snapshot is available, Cloudera Machine Learning creates a new Docker image with a copy of the
snapshot.

The new image is based off the project's designated default engine image (configured at Project Settings Engine).
The image environment can be customized by using environmental variables and a build script that specifies which
packages should be included in the new image.
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Environmental Variables

Both models and experiments inherit environmental variables from their parent project. Furthermore, in case of
models, you can specify environment variables for each model build. In case of conflicts, the variables specified per-
build will override any values inherited from the project.

For more information, see Engine Environment Variables.

Build Script - cdsw-build.sh

As part of the Docker build process, Cloudera Machine Learning runs a build script called cdsw-build.sh file. You can
use this file to customize the image environment by specifying any dependencies to be installed for the code to run
successfully. One advantage to this approach is that you now have the flexibility to use different tools and libraries in
each consecutive training run. Just modify the build script as per your requirements each time you need to test a new
library or even different versions of a library.

Important:

• The cdsw-build.sh script does not exist by default -- it has to be created by you within each project as
needed.

• The name of the file is not customizable. It must be called cdsw-build.sh.

The following sections demonstrate how to specify dependencies in Python and R projects so that they are included in
the build process for models and experiments.
Python

For Python, create a requirements.txt file in your project with a list of packages that must be
installed. For example:

Figure 1: requirements.txt

beautifulsoup4==4.6.0
seaborn==0.7.1

Then, create a cdsw-build.sh file in your project and include the following command to install the
dependencies listed in requirements.txt.

Figure 2: cdsw-build.sh

pip3 install -r requirements.txt

Now, when cdsw-build.sh is run as part of the build process, it will install the beautifulsoup4 and
seaborn packages to the new image built for the experiment/model.

R

For R, create a script called install.R with the list of packages that must be installed. For example:

Figure 3: install.R

install.packages(repos="https://cloud.r-project.org", c("tidyr",
 "stringr"))

Then, create a cdsw-build.sh file in your project and include the following command to run inst
all.R.

Figure 4: cdsw-build.sh

Rscript install.R

Now, when cdsw-build.sh is run as part of the build process, it will install the tidyr and stringr
packages to the new image built for the experiment/model.
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If you do not specify a build script, the build process will still run to completion, but the Docker image will not have
any additional dependencies installed. At the end of the build process, the built image is then pushed to an internal
Docker registry so that it can be made available to all the Cloudera Machine Learning hosts. This push is largely
transparent to the end user.

Note:  If you want to test your code in an interactive session before you run an experiment or deploy a
model, run the cdsw-build.sh script directly in the workbench. This will allow you to test code in an engine
environment that is similar to one that will eventually be built by the model/experiment build process.

Related Information
Configuring Engine Environment Variables

Run Experiment / Deploy Model
Once the Docker image has been built and pushed to the internal registry, the experiment/model can now be executed
within this isolated environment.

In case of experiments, you can track live progress as the experiment executes in the experiment's Session tab.

Unlike experiments, models do not display live execution progress in a console. Behind the scenes, Cloudera Machine
Learning will move on to deploying the model in a serving environment based on the computing resources and
replicas you requested. Once deployed you can go to the model's Monitoring page to view statistics on the number of
requests served/dropped and stderr/stdout logs for the model replicas.

Environmental Variables

This topic explains how environmental variables are propagated through an ML workspace.

Environmental variables help you customize engine environments, both globally and for individual projects/jobs. For
example, if you need to configure a particular timezone for a project or increase the length of the session/job timeout
windows, you can use environmental variables to do so. Environmental variables can also be used to assign variable
names to secrets, such as passwords or authentication tokens, to avoid including these directly in the code.

For a list of the environmental variables you can configure and instructions on how to configure them, see Engine
Environment Variables.

Related Information
Configuring Engine Environment Variables

10

https://docs.cloudera.com/machine-learning/cloud/engines/topics/ml-environment-variables.html
https://docs.cloudera.com/machine-learning/cloud/engines/topics/ml-environment-variables.html

	Contents
	Basic Concepts and Terminology
	Engine Dependencies
	Engines for Experiments and Models
	Snapshot Code
	Build Image
	Run Experiment / Deploy Model

	Environmental Variables

