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HMS table storage

Y ou need to understand how the Hive metastore (HMS) stores Hive tables when you run aCREATE TABLE
statement or migrate a table to Cloudera. The success or failure of the statement, the resulting table type, and the table
location depends on a number of factors.

HMS table transformations

The HM S includes the following Hive metadata about tables that you create:
* A tabledefinition

e Column names

» Datatypes

e Commentsin acentral schemarepository

When you use the EXTERNAL keyword in the CREATE TABLE statement, HM S stores the table as an externa
table. When you omit the EXTERNAL keyword and create a managed table, or ingest a managed table, HM'S might
trandate the table into an external table or the table creation can fail, depending on the table properties. An important
table property that affects table transformationsis the ACID or Non-ACID table type:

Non-ACID

Table properties do not contain any ACID related properties set to true. For example, the table does
not contain such properties transactional =true or insert_only=true.

ACID
Table properties do contain one or more ACID properties set to true.
Full ACID
Table properties contain transactional=true but not insert_only=true
Insert-only ACID
Table properties contain insert_only=true.
The following matrix shows the table type and whether or not the location property is supported.

ACID Managed L ocation Property Comments Action

Non-ACID Migrated to Cloudera, for | Table stored as external
example from an HDP or
CDH cluster.
Non-ACID Yes No Tablelocation isnull Table stored in
subdirectory of external
warehouse*

* metastore.warehouse.external .dir

HMS detects type of client for interacting with HMS, for example Hive or Spark, and compares the capabilities of the
client with the table requirement. HM S performs the following actions, depending on the results of the comparison:

Tablerequirement Client meets Managed Table ACID tabletype Action
requirements

Client can write to any CREATE TABLE fails
type of ACID table

Client can write to full No Yes insert_only=true CREATE TABLE fails
ACID table

Client can writetoinsert- | No Yes insert_only=true CREATE TABLE fails
only ACID table

HMS table storage
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If, for example, a Spark client does not have the capabilities required, the following type of error message appears:

Spark has no access to table “nytable’. Cients can access this table only i
f

they have the foll owi ng capabilities: CONNECTORREAD, H VEFULLACI DREAD, HI VE
FULLACI DVRI TE,

H VEMANAGESTATS, HI VECACHEI NVALI DATE,

Hive Metastore system database provides read-only schemas to inspect catalog metadata securely.

Hive Metastore (HMS) persists metadata such as databases, tables, partitions, and storage descriptors in a backend
relational database management system (RDBMS) such as MySQL, PostgreSQL, or Oracle. Although you can run
SQL queries directly against that backend database, Cloudera recommends that you avoid direct access.

Direct querying is excluded from standard practices due to the following reasons:

e The HMS backend schema can change across Hive versions and deployments.

» Direct querying bypasses HM S-level abstractions and access controls.

» Certain database backends require vendor-specific SQL and tooling.

Instead, you can run read-only queries through Hive by using the beeline client against the metastore system database,
which istypically exposed as the sys database. The sys database contains more than 50 tables and mirrors most

Hive Metastore (HMS) backend catal og tables, and the metastore schema upgrade scripts create and refresh the sys
database.

Important: You must treat the sys database as a read-only introspection surface. Column availability can
& vary by Hive version or configuration.

Query the table parameters property inside the system database to extract catalog descriptions.

When you need to find the specific comment or configuration parameters of atable, you can retrieve this metadata
from the TABLE_PARAMS table inside the sys database instead of accessing the backend database directly.

Ensure that you have access permissions to run the beeline client.

1. Open your termina interface and run the beeline client.
2. Select the system database by running the following command:

USE sys;

3. Extract the table comments by running the following metadata query:

SELECT
d. nane AS db_narne,
t.tbl _nane AS tbl_ nane,
max( CASE WHEN p. param key = 'conment' THEN p. param val ue END) AS
t abl e_coment
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FROM DBS d
JO N TBLS t
ONd.db_id =t.db_id
LEFT JO N TABLE_PARAMS p
ON p.tbhl _id =t.tbl _id
WHERE t.tbl _type <> 'VIRTUAL_VI EW
AND | ower (d. name) NOT IN ('sys', 'information_schem')
GROUP BY d. nane, t.tbl _nane
ORDER BY db_nane, tbl_nane;

Systableslist core metadata catal og definitions and schema properties.

Thefollowing list shows the functional groups of tables in the sys database:

« Catallog— DBS, TBLS, PARTITIONS, COLUMNS V2, TABLE_PARAMS, DATABASE_PARAMS,
PARTITION_PARAMS

« Storage— SDS, SERDES, SERDE_PARAMS, SD_PARAMS

« Authorization— TBL_PRIVS, DB_PRIVS, PART_COL_PRIVS

«  Transaction— COMPACTION_QUEUE, TXNS, NOTIFICATION_LOG, REPLICATION_METRICS

M etadata query templates

The following query templates demonstrate how to inspect Hive Metastore metadata safely through the sys database:

Retrieve table infor mation

USE sys;
SELECT
d. nane AS db_nane,
t.tbl _nane
FROM DBS d
JO N TBLS t
ONd.db_id =t.db_id
WHERE t.tbhl type <> 'VIRTUAL_VI EW;

Fetch tablelocation

USE sys;
SELECT
d. nane AS db_nane,
t.tbl nane,
s. |l ocation
FROM DBS d
JO N TBLS t
ONd.db_id =t.db_id
JAO N SDS s
ONt.sdid =s.sd id
WHERE t.tbl type <> 'VIRTUAL VI EW;

Fetch partition location

USE sys;
SELECT
d. nane AS db_nane,
t.tbl _nane,
p. part_nane,
s. |l ocation
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FROM DBS d
JO N TBLS t

ONd.db id =t.db id
JO N PARTI TIONS p

ON p.thl _id =t.
JO N SDS s

ON p.sd _id = s.sd_id
WHERE t.tbl type <> 'VIRTUAL_VI EW;

thl id

To provide failover to a secondary Hive metastore if your primary instance goes down, you need to know how to add
aMetastorerole in Cloudera Manager and configure a property.

Multiple HM S instances run in active/active mode. The HMS client, such as HiveServer or Spark, selects an instance
from the list in the hive.metastore.uris property according to the hive.metastore.uri.selection property. The default
value is RANDOM: the client picks an HM S instance at random, and if that instance is down, it picks another
instance from the list at random. If you set hive.metastore.uri.selection to SEQUENTIAL, the client picks the first
valid instance in the list and uses the next instance as the designated replacement.

Minimum Required Role: Configurator (also provided by Cluster Administrator, Full Administrator)

1. InClouderaManager, click Clusters Hive Configuration .
2. Take one of the following actions:

« |If you have acluster secured by Kerberos, search for Hive Delegation Token Store, which specifies storage for
the Kerberos token as described below.

« |f you have an unsecured cluster, skip the next step.
3. Select org.apache.hadoop.hive.thrift. DBTokenStore, and save the change.
Show All Descriptions

Hive Metastore Delegation Hive Metastore Server Default Group *=

Token Store — . )
I} org.apache.hadoop.hive thrift MemoryTokenStore

hive_cluster delegation token. store :

class (@ org.apache.hadoop.hive.thrift. DETokenStore

o ) _
hive_metastore_delegation_taken_ = org.apache.hadoop.hive.thrift. ZooKeeperTokenStore

store

Storage for the Kerberos delegation token isdefined by the  hive.cluster.del egation.token.store.class property.
The available choices are Zookeeper, the Metastore, and memory. Cloudera recommends using the database by
setting the org.apache.hadoop.hive.thrift. DBTokenStore property.

4. Click Instances Actions Add Role Instances




Cloudera Runtime Hive Metastore |eader election

Cluster 1

“&-— H |VE“‘| Actions «

Status Instances Cor idits Quick Links ~

Add Role Instances

In Assign Roles, in Metastore Server, click Select Hosts.

In Hosts Selected, scroll and select the host that you want to serve as the backup Metastore, and click OK.
Click Continue until you exit the wizard.

Start the Metastore role on the host from the Actions menu.

The hive.metastore.uris property is updated automatically. To verify, go to /etc/hive/config directory in your
cluster node and look for the updated property in the hive-sitexml file.

9. To check or change the hive.metastore.uri.sel ection property, goto Clusters Hive on Tez Configuration in
Cloudera Manager, and search for 'Hive Service Advanced Configuration Snippet (Safety Valve) for hive-
sitexml’.

The default value of the hive.metastore.uri.selection property is RANDOM.
10. Add the hive.metastore.uri.selection property and set its value to SEQUENTIAL or RANDOM.

© N o o

Note: For other non-HS2 clients, identify the hive-site.xml file used by the client and set the
E configuration to match the settings described above. If the hive.metastore.uri.selection property is not
defined in the Hive Metastore (HMS) or HiveServer2 (HS2), the default behavior is RANDOM.

Custom Configuration (about Cloudera Manager Safety Valve)

Leader election lets Hive Metastore (HMS) elect a single instance to run housekeeping tasks, which prevents multiple
instances from duplicating the same work and overloading the metastore database.

HMSS runs housekeeping tasks such as generating and running compaction tasks, discovering partitions for external
tables, cleaning up expired data. When a cluster runs multiple HM S instances, these tasks must run on asingle
instance. Otherwise, every instance runs the same tasks and duplicates the work.

Duplicated housekeeping work generates alarge number of read or write operations against the shared metastore
database. In environments that run many concurrent metadata operations, such as replication jobs that use multiple
threads to fetch metadata, this additional load can degrade performance for all workloads that share the database.

When leader election is configured, HM S runs the following housekeeping tasks only on the elected leader:

« Compaction tasks, including the initiator, cleaner, and table status updater
e Automatic partition discovery and partition management

« Cleanup of the changed-message (CM) directory

« Transaction and event cleanup tasks that run only in remote server mode
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HMS supports the following ways to elect the |eader:
» Static leader configuration

Assigns asingle HM S instance to run housekeeping tasks using the metastore.housekeeping.leader.hostname
property. This approach does not support automated failover if the leader stops responding, can be difficult to
configure correctly in hybrid environments, and concentrates all tasks on one instance.

» Dynamic leader election

Uses an exclusive Hive lock to elect aleader automatically across active HM S instances. The instance that
acquires the lock becomes the leader and runs the housekeeping tasks.

Dynamic leader election uses aHivelock as alease. The HM S instance that acquires the exclusive lock becomes
the leader and sends heartbeats to renew the lock before it times out. Each non-leader instance checks the lock
periodically and asks HM S to clean up timed-out locks, so that a new leader can be elected if the current leader
restarts, is upgraded, or stops responding.

When leadership changes, HM S notifies registered listeners through takel eadership and losel eadership events. The
new leader starts the housekeeping tasks, and the previous leader stops them, which ensures that the tasks run on only
oneinstance at atime.

HMS records each leader election event in a Hive audit table. Y ou can run a query against this table to identify which
instance was the leader at a given time.

Enable dynamic leader election based on the following HM S deployment scenarios:
* Noleader hosthameis configured

Enabl e the feature and housekeeping tasks on all instances. Every HM S instance acts as aleader in this setup.
* A leader hosthameis configured and all instances arein a single environment

Enable the feature on all instances. During the upgrade, the cluster can temporarily have up to two leaders, but
only one leader remains after the upgrade compl etes.

e Instancesaredistributed across multiple environments

Enable the feature and housekeeping tasks on all instances in each environment. Cloudera recommends upgrading
the environment that contains the leader first. If you upgrade another environment first, the cluster can temporarily
have more than one leader, which still functions but increases |oad on the metastore database.

Tip: Toimprove the performance of metadata operations, Cloudera recommends setting
hive.metastore.try.direct.sgl to true on all HM S instances.

Enable dynamic leader election so that Hive Metastore (HMS) uses a Hive lock to elect aleader for housekeeping
tasks instead of a statically configured host.

By default the HM S uses the dynamic election in Cloudera Runtime 7.3.2.10000. To elect the leader dynamically, set
metastore.housekeeping.leader.election to lock and enable the supporting properties on all HM S instances so that a
new leader can start the housekeeping tasks.
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Y ou must have access to the Cloudera Manager Hive Metastore configuration.

1. Setthefollowing property in the Hive Metastore Server Advanced Configuration Snippet (Safety Valve) for hive-
site.xml advanced configurations snippet:

met ast or e. housekeepi ng. | eader. el ecti on=l ock

2. Set thefollowing propertiesto true on all HM S instances to support high availability for leader election:

nmet ast ore. conpactor.initiator.on=true
nmet ast or e. housekeepi ng. t hr eads. on=t r ue
net ast or e. conpact or. cl eaner. on=true

3. Totrack leadership changes, set the metastore.housekeeping.leader.auditTable property to the name of aHive
table.

HMS creates the table automatically if it does not exist.
4. Save the changes and restart the Hive Metastore service.

HMS instances compete for a Hive lock to elect the leader, and a new leader is elected automatically if the current
leader stops responding.

Properties that control Hive Metastore (HMS) dynamic leader election, including the el ection mode, the audit table,
and lock retry behavior, configured in the Hive Metastore Server Advanced Configuration Snippet (Safety Valve) for
hive-site.xml advanced configurations snippet.

metastore.housekeeping.|eader.auditTable Specifies a Hive table that tracks leadership changes. Thetableis Empty string
in text format with JSON serialization and is created automatically
if it does not exist. Cloudera recommends setting this property in a
production environment so that you can monitor the leader change
history by running a query against the table.

metastore.housekeeping.leader.election Specifies how HMS elects the leader. With the local
default value, HM S selects the leader based on the
metastore.housekeeping.leader.hostname property value. Set the value
to lock for HMSto use aHive lock to elect the leader dynamically.

metastore.lock.numretries Specifies the number of times HMStriesto acquire al thelocksif the | 100
attempt fails.

metastore.lock.sleep.between.retries Specifies the maximum sleep time between lock retries if the attempt 60s
fails.
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